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Size Matters
I am not writing to complain about the technical
content of your magazine; it is excellent quality. I
am not writing to complain about the new graphic
layout of your magazine—layouts, “look and feel”
all come and go. It neither adds nor detracts from
the quality of the writing. I am not writing to com-
plain about /etc/rant, or the views and opinions of
Nicholas Petreley. Everyone is entitled to his or her
opinion, and I have always respected Nicholas,
even way back when he wrote for InfoWorld.

I am, however, writing to complain about the new
size of the magazine. I somewhat agree with the
opinion of Greg Bullough, who believed that his
toilet tank was badly designed. However, toilet
tanks have been around longer than Linux Journal,
and even longer than Linux itself.

As an engineer, I am aware of the need to design
products to operate in the environment they
reside. Therefore, I plead with you to reduce the
width of your magazine by about 1.25 inches 
(32 mm, or 0.0051 furlongs).
--
Henry Hojnacki

Keep Your Opinions to Yourself
I was reading this month’s magazine, when I came
across this new column: /var/opinion.

I just wanted to say that based on the editor’s
recent opinions in his column under the old name
/etc/rant, there is a much better name for his 
column: /home/petreley/opinion. As the current
name, this name is also LSB-compliant, but like
his opinions should be, his home directory should
be kept to himself (not public).
--
Guilherme DeSouza

Why Do You Talk in Parables?
I don’t understand why Maddog has to talk in
parables. All the other authors don’t attempt to
give their life story and speak in stories to make
their point. This is a publication aimed towards a
professional community. Get facts and write an
article and not some senile story.

Also the /var/rant article is an okay thing. Editors
are allowed to have opinions. Just as long as when
it comes to editing the magazine they stay objec-
tive, which I feel that you have. But the Beachhead
column has to go.
--
Michael S. Dunsavage

I and many others love Jon’s style and look forward
to the columns every month. See the next reader’s
advice.—Ed.

Read What You Like, 
Skip What You Don’t
I’ve been reading this magazine for years and main-
tain a current subscription to it. Do I always agree
with the content selections? No, of course not. Some
issues center on something of no value to me, but
the next always comes back centered on something
that is more to my liking.

The secret to my success is if I don’t like an article, I
stop reading and turn to the next one. That’s a pretty
complex task; maybe I should force myself to read
the article and write a flame mail to you guys like
lots of the letters to editor.

As far as /etc/rant, sure the name might be off a bit,
but it’s the first article I read in every issue. Once
again, I might not agree (hasn’t happened yet), but it
is your opinion after all. It must be hard for some
people just to skip an article, even on the very last
page, because it sure draws attention in the letters
to editor section every month.

This is still the best Linux mag I see on the market,
and I have no intention of canceling my subscription
any time soon. Keep up the good work people.
--
Steve Bavalis

No Bad Karma Here
You are right, [Fedora] disk labels suck. Why Red Hat
insists on them beats me.

I’ve installed [many versions of Red Hat] on many dif-
ferent hardware platforms, some of them many
times. I’ve never had a Sendmail hang on boot issue.
Could it be your bad karma?
--
dxc

Bad Karma Strikes Others
Saw your column in Linux Journal and wanted to
respond. I also have had problems over the years
with Sendmail locking up about half the time when
starting Fedora/Red Hat distros.
--
Christopher

Make It Simple, Stupid
You’d think [PC] hardware would be easy to
understand and use. It isn’t. No one wants to play
well with others. It’s like the PC world is living in
never-neverland, and economics has nothing to
do with [it].

No other consumer product makes these demands.
I don’t need to know how an engine in a car
works and how to build one. I simply seat myself
in the vehicle, fasten the seat belt, check the 
mirrors, put the key in the steering wheel lock
and turn it to start the car.

letters

http://www.linuxjournal.com


http://www.opensourcesystems.com


1 4 | october 2006 www.l inux journa l .com

I’d say the PC is a complicated dinosaur whose days
are numbered. The economics of things, if nothing
else, will force the PC to become a much simpler
device to use, operate and own. There is a line
being drawn in what one needs and what one can
afford. As long as the brutes are determining the
course of events, this will be the hard rule.
--
Wge

I have been predicting the success of computing
appliances for years for these very reasons. Maybe
someday my prediction will come true. There is
hope. More on that in a future issue.—Ed.

Ruby Inspiration
As a contributing editor to LJ with an acknowledged
fondness for Perl, I opened the July 2006 issue on
Ruby and, Perl die-hard that I am, groaned. Despite
whatever initial reservations I may have had, I did
what I always do and read the magazine cover to
cover. “Ruby as Enterprise Glue” by Maik Schmidt
on page 58 clearly demonstrated just why Ruby is
to be taken seriously, and I was so intrigued that I’m
now working my way through the Pick-Axe book
(Programming Ruby by the Pragmatic
Programmers). Thank you, Linux Journal, for
reminding me that the word “open” not only refers
to my preferred technology, but to my mind, too.
--
Paul Barry

The Ultimate Do-It-Yourself 
Linux Box
I must say this was a nice article [August 2006].
However, there is one thing I’m missing in all
Linux-related media so far: a test of server
mainboards. Many server-bound extension cards
(like the 3ware RAID controllers or those nice
multiport Gigabit cards) are PCI-X, not PCIe.
But, if you start looking for a mainboard suit-
able for a Linux system, you are completely on
your own. Could you please give an overview
of server-type mainboards that are suitable for
Linux at some time? Something like “these
boards work for most Linux distributions, 
a few boards are fully supported including
built-in hardware watchdogs”?
--
Sven

Excellent idea, Sven.—Ed.

Ultimate Linux Laptop
I was disappointed to see that there was no
Ultimate Linux Laptop [August 2006 Ultimate
Linux Box issue]. We work hard to get most of
the hardware working perfectly, including the
Hot Keys, acpi events and hibernation, and pro-
vide a very simple way to get most multimedia
to play easily, thanks to programs like MPlayer,

Xine and XMMS. Our goal is for customers to
open their laptops and get to work. To me that
is the Ultimate Linux Laptop.

I would like to make a few comments about your
/var/opinion column [August 2006]. We have eval-
uated many configurations and keep coming back
to the Intel Centrino platform. Support for Intel
Centrino is very good and is relatively easy to get
the necessary components working. We have
looked at AMD processors, and 64-bit capability
might be nice, but what are the real honest rea-
sons for running a 64-bit version on a laptop
where maximum memory capacity is 2GB or 4GB?
I can think of only a couple of good situations to
run 64-bit Linux on a notebook.

To me, the the real promise of 64-bit computing lies
in the ability to linearly access more than 4GB of
RAM, and if notebook hardware isn’t there yet, 64-
bit notebooks really are not necessary at this time.
--
Joe Ryner, R Cubed Technologies, Inc., 
Chief Technology Officer

I think software is a bigger problem for 64-bit
systems than memory, but I still agree. I run
dual-core AMD64 machines for everything but
my notebook, which is based on—you guessed
it—Intel Centrino.—Ed.

Deconstructing 
Constructive Criticism
I just read your response to a letter about your
Fedora rant. I fully agree that calling Fedora’s
approach to partition labels boneheaded is not
the same as calling the developers boneheaded.
However, I made the mistake of telling several
police officers that chasing the crowd at a
fourth of July celebration back toward an
active lightning storm rather than let them
walk “near” the fireworks drop zone that was
obviously not going to be used unless and until
the storm passed was “idiotic”. I was nearly
arrested for maligning a peace officer. The fact
that I actually criticized a poor decision, not a
person, one that was likely not made by these
officers, was totally lost. As I did not want to
spend the night of the Fourth of July in jail
standing up for my right to not actually malign
police officers, I beat a hasty retreat.

The distinction between constructive and
destructive criticism seems to depend on whose
ox gets gored. Most people read what they
wish to hear or not hear with no connection 
to what is actually said or written, making it
particularly dangerous to communicate with
people with clubs and guns.
--
Dave Lynch

[ LETTERS ]
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Just as ext3 emerged as the successor to ext2 after Linus
Torvalds said he didn’t want additional features like journalling
to clutter up a stable and functional filesystem, it now looks like
ext4 will emerge as the successor to ext3. This goes directly
counter to the desires of the ext3 maintainers, who don’t want
to give up their user base or have to struggle with maintaining
divergent source trees between two projects. But, Linus doesn’t
consider these to be serious objections, and he is unwilling to

sacrifice the stability and reliability of ext3 for the convenience of its maintain-
ers. Assuming the controversy doesn’t tip the other way, we can look forward
to an ext4 that can hold 1,024 petabytes, instead of ext3’s paltry 8 terabytes,
and that supports filesystem extents, a technique of preventing disk fragmen-
tation and slow-down.

Intel has launched a project to support WiMedia Ultra Wide Band (UWB)
and the wireless USB standards. UWB is a wireless technology with a very
short range, useful primarily for communicating within a single room. The
hardware supporting this technology is so new that it is apparently still
hard to find. But, Intel is gearing up to support it and has invited the Linux
community to contribute to its effort.

Theodore Y. T’so has been working on removing as much data as pos-
sible from disk inodes, and keeping them elsewhere in the kernel. The idea
behind this is that files use a lot of inodes, and accessing a lot of files uses a
lot of RAM for the inodes. If inodes were smaller, the system would need
much less RAM to deal with open files. The best part is because all filesys-
tems use inodes, shrinking the inode data structure will improve the memory
usage of every filesystem out there. A bunch of folks, including Alexander
Viro, have been helping to trim the inode data structure. Linus Torvalds also
apparently supports the work, and Ted has very quickly submitted some
patches to accomplish a lot of what he originally set out to do.

Sean Estabrooks has written a tool to import Perforce repositories into
git and has posted his code and documentation for inclusion into the git tree.

Jon Smirl has begun the arduous task of attempting to import eight years
of Mozilla development into git from a CVS repository. Whether the resulting
repository will be used for ongoing Mozilla development remains to be seen.

Paul Mackerras has enhanced gitk to show the nearest tags (typically
official version numbers) to a given commit. This allows users to identify
more easily which release was first to accept a particular patch. Because this
feature requires a significant amount of computation, Paul has set it to run
in the background and update the display once the information is derived.

It’s now possible to alias git commands (with all their command-line
arguments) to other names, effectively creating customized commands.
This ability to create short, quick alternatives to commonly used or
favorite commands can save a lot of time if, like Linus Torvalds, you have
to process massive quantities of patches on a daily basis.

There’s been a small amount of confusion over the way git should inter-
pret the changelog text portion of a patch. Eric W. Biederman recently
patched git to interpret From headers anywhere within the changelog entry,
as indicating patch authorship. But, Linus has insisted that the From header
should indicate authorship only when it appears at the very top of the
patch. The reason for this, he says, is that git (and really any version control
system) should never guess at the meaning of data. As he puts it, “SCMs
are not about guessing. They are about saving the exact state that the user
asked for. No ’let’s try to be nice’, no gray areas.”

The diff output of git can now be colorized, though the precise command-
line option to do this is still being hashed out. And, as Linus said, the initial color-
set selected for git’s diff output “will make most people decide to pick out their
eyes with a fondue fork”. So, clearly there is some tweaking still to be done.

— Z a c k  B r o w n

WHAT’S NEW 

IN KERNEL

DEVELOPMENT

diff -u

UPFRONT 
N E W S  +  F U N

John Fluevog (www.fluevog.com) would rather have a
tongue in cheek than foot in mouth. Else how to explain
the shoemaker’s felicitous approach to his business, his
shoes and his approaches to making and selling them.

The About page on Fluevog’s site begins:

John and his longtime friend and ex-partner, Peter
Fox, go back to biblical times. In those days, such
scriptural characters as Methuselah lived to be,
quite literally, thousands of years old. John, him-
self, is thousands of years old and Peter Fox is,
in fact, Methuselah. Before they founded Fox &
Fluevog, in the ancient biblical age of 1970,
they were shepherds. Actually, they worked at
Sheppard’s, a venerable Vancouver shoe empori-
um, albeit a tad on the conventional side.

The story goes from here to Fox & Fluevog, “the
very coolest place to treat the feet and has remained
so ever since”. Then:

Around 1980, Peter heard the siren song of New
York City and moved there to open his own store,
specializing in design of Ladies’ (particularly wed-
ding) shoes. John took over the business and
built it into the multinational mega corporation it
is today, along the way forging his undaunted
reputation for the world’s most distinctive shoes.

The FAQ below has questions such as “What’s the

capital of Uruguay?” (The answer is in Spanish.) And,
“Are John Fluevog Angels really Satan resistant?”
(Answer: “You’re wearing Angels right now, right? Look
around—do you see him?”)

Among the many delightful pages on the extensive
Fluevog.com site is one (www.fluevog.com/files_2/
os-1.html) that goes:

You’ve Heard of Open Source Software? Get
Ready for John Fluevog’s Open Source Footwear.

“But how can a software concept work with
shoes?”, we hear you gasp in astonishment.
Keep reading.

YOU ALL KNOW how open-source software
works, right. Sure you do: everybody has access to
the program’s source code and anybody who
thinks of an improvement can just write it up and
send it in. If others use it, Yahtzee! Everybody
wins! It’s simple, it’s people-driven, it’s non-
monetary and it makes software people really
want. We’re going to make shoes the same way.

In a word balloon from a video frame of John
Fluevog speaking:

It’s a concept that’s well, maniacally tremen-
dous: got an idea for a shoe? Even just for
part of a shoe? Scribble it down and send it
to me. I don’t care if it’s on a bar napkin, as

long as I can make it out.

ARE YOU FRUSTRATED, not finding the shoes
you really want? Is your imagination ahead of
the whole shoe industry and you’re sick of wait-
ing for them to catch up? Here’s your chance to
go over their heads and deal with someone
who really cares what you want. All you need is
a brilliant idea. Fax it, mail it, upload it, e-mail
it, bring it in—just get it to me.

These lead to an updated Results page where
readers can vote on submitted designs.

And below that is a link to a page that explains
open source as “both a software philosophy and an
important progressive movement”.

Not coincidentally, the Fluevog site runs fast for a
graphics-heavy one. It should be no surprise that it’s
served by Apache off Linux servers in Vancouver, BC.
Same with Peter Fox Shoes.

By the way, if your shoes really do get produced, John
names them after you, and the design goes into the public
domain—as well as admission to what John modestly
calls “the hallowed ranks of Fluevog Design Alumni”.

If any of you submit designs, and they turn into real
Vogs on real feet, send photos to ljeditor@ssc.com, and
we’ll show them here.

To submit your order, visit this page:
www.fluevog.com/files_2/os-1.html.

— D o c  S e a r l s

SO DESIGN SOME PENGUIN ONES, SOMEBODY
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They Said It
The people are the network.
—Erik Cecil, arch-econ e-mail list

Every night there’s a Mashup get
together, or a TechCrunch party, or it’s
Tag Tuesday, or SuperHappyDevHouse,
or SXSW, or this conference or that
conference. And this stuff is fun. It’s
a real community. But all of these
things are great by themselves, but
terrible in combination. I see some
entrepreneurs in photos from every
single event. Who’s talking to the
users, writing the code, tweaking
and retweaking the UI? It ain’t the
Chief Party Officer.
—Caterina Fake,

deathsxpiral.blogspot.com/2006/04/

entrepreneur-engineer-connector.html

There has grown up in the minds
of certain groups in this country
the notion that because a man or 
a corporation has made a profit
out of the public for a number 
of years, the government and 
the courts are charged with the
duty of guaranteeing such profit 
in the future, even in the face 
of changing circumstances and
contrary public interest. This
strange doctrine is not supported
by statute nor common law.
Neither individuals nor corpora-
tions have any right to come 
into court and ask that the clock 
of history be stopped, or turned
back, for their private benefit.
—Robert Heinlein

L J Index, October 2006
1. Linux-based services among the ten most reliable hosting companies: 5

2. BSD-based services among the ten most reliable hosting companies: 4

3. Windows-based services among the ten most reliable hosting companies: 1

4. Linux-based services among the top 50 hosting companies with the fewest 
failures: 21

5. Windows-based services among the top 50 hosting companies with the fewest 
failures: 13

6. BSD-based services among the top 50 hosting companies with the fewest failures: 7

7. BSD-based services among the top 50 hosting companies with the longest 
uptimes: 43

8. Linux-based services among the top 50 most requested sites: 29

9. Apache’s percentage of server market share: 73.24

10. Billions of dollars in Linux server sales for Q4 2005: 1.6

11. Billions of dollars in Linux server sales for all of 2005: 5.7

12. Position of Kambja, Tartumaa, Estonia among the most “Penguin-Friendly Places” 
on Earth: 1

13. Position of Antarctica among countries with the highest densities of Linux users: 1

14. Highest uptime hours for machines followed by Linux Counter: 3,802.2

15. Years on the highest uptime machine: 10.4

16. Firefox + Mozilla browser share percentage of those visiting W3Schools.com in 
June 2006: 24.9

17. Linux OS percentage of those visiting W3Schools.com in June 2006: 4.4

18. Mac OS percentage of othose visiting W3Schools.com in June 2006: 3.6

19. Percentage of LinuxDevices survey respondents that have used Linux in embedded 
projects or products: 47

20. Percentage growth in Linux embedded use over last year’s survey: 2

Sources: 1–8: Netcraft.com (as of June 14, 2006)  |  9–11: ServerWatch.com  |  12–15: Linux
Counter (as of July 10, 2006)  |  16–18: W3Schools.com  |  19, 20: LinuxDevices

— D o c  S e a r l s
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Dear Bill,
I read in the paper the other day that you are

retiring. Good for you! I have not quite gotten 
to that age yet, but I envy those who have put 
a little away so they can take early retirement.

Now, you know that you and I have not
seen eye to eye on how to make money over
the years. I believe in making people pay money
only once, if that, and you seem to believe that
they should pay you again and again for the
same products. Well, that is water over the dam
now, and I just want to make sure that you get
on the right path to retirement.

The first thing I should talk to you about
is saving money. Now that you are retired,
that income will not just be rolling in as
before. You should think about how to save
money. I recommend looking closely at this
“Free Software” thing. That is where you pull
down the bulk of the software off the
Internet (you know, that thing you said would
never catch on) and then decide if there are
any small changes or improvements you need
to make to the software. If there are no
changes, you have it for free! If there are
some small changes, all they ask is that you
give those changes back to the group.
Nothing wrong with that, is there Bill?

Another thing you should think about is
diversifying some of your investments. This is
what my stock advisers keep telling me all the
time. They tell me that when I have a lot of
income coming in, it is okay to play around
with those high-risk, high-return stocks, but
when you retire, you should think about that
solid, steady income.

I know that a lot of your money is tied up
in that company you started. That is all well
and good, but I have experienced that some-
times things go downhill after you leave, and
you should not put all your eggs in one bas-
ket. I have heard, for instance, that there is
this really interesting startup you might want
to put a little seed money into, called Google.
Lots of people are talking about Google, and
I think it could be a good investment for just
a little of your “mad money”.

I have also heard that you are going to
do a lot of volunteer work with charity. Now
those charity people do a lot of things in 
foreign countries, and believe it or not, those
countries do not speak English all the time.
Once again, you should take a look at that
Free Software stuff, as it allows those coun-
tries to change the software to meet their

own cultural needs. And, if you teach them
how to do it themselves, they can save even
more money. “Teach the man to fish”, Bill,
remember that line?

This is another reason for you to divest
some of your investments, Bill. You have too
much tied up in certain companies that may
cloud your thinking. With as much money tied
up in that company you started, you might
think that the best thing for these educational
needs, health needs and job needs are to give
them copies of the products produced by your
old company. You need to clear your head!
You need to think outside the box! You need
to embrace the idea that Free Software is the
way to go for these charities!

Just think for a moment what happens
when you give some of your products to a poor
student in the Congo, and then the WPA pro-
gram starts acting up on him. Who is he going
to call? And without the source code to WPA,
how is he going to use that software you gave
him? Surely you can’t expect him to pay the
license fee for the update?

I found some students in South Africa that
were studying photography. When they were
using the software in their school, everything
was fine. But when they went home to practice
on their own computers, they had to use pirated
software! So I gave them all copies of GIMP, the
free software, and they were pirates no more!
See how simple that was?

Now I heard that your good friend Mr
Buffett gave somewhere around $35 billion to
your charity fund! That was awful nice of him. I
bet that he has no restrictions on his gift, like
making any of the charitable organizations or
groups he is helping buy any of his CDs, or go

to any of his concerts. You need to match his
generosity by making your donations without
strings also (Get the joke? Guitar strings?).

So diverse yourself of the temptation, and
invest in Free Software companies like Red Hat
Software or even Novell. This will make your
charitable donation stretch the farthest.

Speaking of charitable donations, I won-
der how much money the Free Software 
people would have generated if they had 
sold their software again and again like you
did instead of contributing it? Do you think 
it might have topped your donations? Mr
Buffett’s? A lot of margaritas there! So much
about your donations in the press and so little
about theirs! But I bet you can fix that when
you start supporting Free Software.

Well, that is about all the news and advice
I have to send you for right now. I will note
that the papers said it would take you two
years to remove yourself from the company
you created. My gosh! I am glad you have
never been hit by a truck! The company
might have collapsed without you! If this is
true, it is probably about time for you to
move on. But I would even more strongly
suggest that you diversify your portfolio.

Say hello to Melinda for me, and tell me
how she liked the penguin earrings I sent to her.

Warmest regards,
maddog
P.S. My secretary tells me that it was Warren

Buffett that gave you the donation, and not
Jimmy. Too bad. I never met Warren personally,
nor played cards with him, but I think Jimmy
would have been more fun at your retirement
party. And, you can forget the joke about the
guitar strings.

Bill’s Retirement
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Having traveled to more than 60 countries during the past ten
years, and most of them more than once, I have gathered quite a
few things in my backpack that allow me to leave the house feel-
ing confident I can handle whatever comes my way electronically.
Planning ahead helps, and things have changed over the past ten
years, but I noticed lately that I have not added or left out any-
thing from my backpack for about a year now, so things seem to
be fairly stable. Keeping these items in the backpack means I have
them ready at all times for that “next trip”.

The first thing is the backpack itself. After trying more than a
few of them and having them fall apart under heavy use, I finally
settled on the Wenger SwissGear Synergy Model #GA-7305-14. I
do not know if it was really made for the Swiss Army, but it sure
seems that way. With lots of pockets internal and external for
stuff, it holds cables and various wires in their own places so I
know where they are. It also has really strong straps and a carry-
ing handle that is wrapped around a steel cable—talk about solid!
The zippers are big-toothed and rugged, good for squeezing the
last bit inside the bag.

The model I have seems to be missing from the Wenger site, but I
found it at www.avenuesusa.com/wenger/7305.html, and they are
carried at a lot of different retailers, such as Circuit City, Best Buy,
Staples and so on.

One warning though, the main pocket is said to fit “most
15–15.4-inch screens”, and some of the on-line reviews talk about the
“snugness” of their 15" and even 14" notebook, so if you have a
notebook with a very large screen, this may not be the backpack for
you. I do not go for the largest screens on a laptop, because I expect
that the person in front of me on an airplane will recline his or her
seat and crush my laptop screen. My 12.1" laptop screen avoids this.

The backpack has a separate pocket in the top that carries an
audio player, a set of earphones and the charger for the player, with a
hole in the backpack to thread the earplugs through. I have a set of
permanently installed earphones, so I can listen to music as I walk
along and not have to unthread them when I get to where I am
going. If I leave the backpack some place, I just unplug the earphones,
grab the player and another set of sound-reducing earphones from
the pocket and go where I need to travel.

The audio player itself is an iRiver H340, with a 40GB drive. It is one
sweet unit, having the ability to play WMA, MP3 and Ogg formats, a
built-in radio and a microphone to record. Unfortunately, it records only
in MP3 format, but someday I hope iRiver will give its customers the
chance to choose their recording format also. I ripped my 400+ CD 
collection into Ogg format and loaded it onto the disk. It is only about
half full, so I can listen to music for more than 150 days continuously
without having to hear the same song by the same artist. And, I also
can listen to radio, of course. I chose iRiver mostly due to the Ogg 
support. I wanted a format that was truly free, and for which I could
get all the software I needed to encode and decode it in source code
format, and without patent issues. Unfortunately, the iRiver people do
not make the H340 anymore, but they do have additional models at
www.iriveramerica.com that support Ogg. You also can find a lot of
Ogg players at wiki.xiph.org/index.php/PortablePlayers.

I also carry a Belkin FM Tunecast transmitter (Model F8V3080),
which allows me to broadcast my iRiver (or laptop, or anything with
an 1/8-inch stereo jack) to an FM radio, so I can easily listen to my
music in the hotel room or automobile. This unit is only for sale and
use in the United States, but perhaps other countries have similar

units. Finally, I keep a stereo splitter, with 1/8" stereo jacks in the same
pocket, along with a cheap set of earbuds that are very light. You
never know when a friend may want to listen to your stereo, and the
idea of sharing one set of stereo earbuds between two people does
not cut it with someone who wants to hear both Simon and
Garfunkel at the same time.

In the front pocket of the backpack, I keep two Kensington cable locks,
combination type—one lock for the notebook and one for the media slice
that comes with the notebook. I can run one or both of the cables through
the steel cable of the backpack handle and secure that at the same time. 
I chose a combination lock cable because of my usual habit of losing keys.
You can find these at us.kensington.com/html/11209.html, but other
manufacturers make them too.

The next pocket has a set of retractable cables from Ultra. This is a
13-piece set that comes in its own carrying case. It includes a stereo
headset with microphone (good for listening and recording voice for
my notebook and also good for VoIP), an RJ-11 cable, RJ-45 cable
(with separate crossover converter), a FireWire Cable, two USB
cables and a bunch of adapters for various sizes of USB and FireWire.
The collection is great, I have never needed any other “connecting
cables”, and the holder keeps them all organized and ready to go 
(I often lose cables too). You can find it at www.ultraproducts.com/
product_details.php?cPath=9&pPath=148&productID=148 for $39.99
US, but I have noticed that in the SkyMall airline shopping magazine,
they are listed for a lot less, and for those of you who do not fly much,
here is where you can find them on-line: www.skymall.com/webapp/
skystore?process=prodDisplay&action=&pid=69697606&catId=14101.

The next thing is pure “maddog”, but I told you that I would tell you
everything I keep in the backpack....a roll-up piano from Hecsan. This is
my feeble attempt at trying to learn another keyboard, the musical key-
board. Don’t ask me to play something for you, the time that I have had
to practice has been nil, but I keep it there “just in case” I get the time.
You can see them at www.hecsaninc.com/home.html. I have
the original model, purchased several years ago, and although it is good,
I can see that they have improved it as well.

Moving closer to my back in the backpack is a larger pocket. Here 
I keep most of the “goodies” except the notebook itself, which I keep
in a separate pocket in the backpack.

The first thing out of the pocket when I travel is a Kensington
adapter plug. Now, there are a lot of adapters on the market, but they
usually come in many pieces. You know how I am with keys and
cables. This plug is all-in-one and supports the plugs for 150 countries
(there are approximately 200 countries in the world), most exception-
ally South Africa, which has the strangest plug I have ever seen.  I
have the older model (model number 33117) that retails for $19.99
US, but Kensington also has another model adapter so you can plug in
your USB chargeable device and charge it without having to turn on
your notebook (model number 33346), which retails for $10 US more.
Both can be seen at us.kensington.com/html/11172.html.

Into the Kensington, I plug a three-outlet power strip that is very
small and light, which handles 110 up to 240 volts, but uses US plugs.
Then I plug in all my US-plugged devices to this. Now you can see why
I need only one adapter plug. When I am going to plug in only my
notebook, I take out just the Kensington adapter and do not have to
bring out the power strip. Of course, if you are from a different coun-
try, you can look for a power strip that supports your type of plug, but
make sure it can handle all the voltages.

APC (www.apc.com) also makes an interesting UniversalPlug, but

What’s in My Backpack
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do not throw away the little picture of how to put it together for all
the different socket types of the world. If you do, you will need to be
sure that you have a friend that is good at Rubik’s Cubes, in order to
get the plug into the proper configuration for any socket. I try to
keep all three pieces (the plugs and the instructions) in one pocket
of the backpack. The URL is www.apc.com/resource/include/
techspec_index.cfm?base_sku=INPA&tab=models.

Often I get to a place where there is broadband Internet, but not
wireless broadband, only cable. How quaint. So I bring along my 
D-Link Model DWL G730AP wireless access point, router and client. 
I can set up a wireless bubble for myself and whoever else wishes to
use it. This is also useful in a hotel room that I might be sharing with a
group of people—that might be interpreted wrong—I meant a suite of
rooms that I am sharing with a group of people. You can find this at
www.dlink.com/products/?sec=0&pid=346 and of course other
manufacturers make similar devices.

When I am looking for a hot spot, I can use my Canary
Wireless HS10 Hot Spot finder (www.canarywireless.com). It 
has the capability of finding the hot spot, showing whether it is
“open” (there is that word again) or “secure”, and the signal
strength. By continuing to push the power button, it also shows
all of the hot spots in that area, not just one, and it gives you the
ESSID and channel of the hot spot. Some people simply use their
notebook and appropriate software to do this, but the Canary
tells me if it is at least worth hauling out the notebook. Of course,
my notebook does B/G and A, and Canary does only B and G, but
most hot spots are only B and G anyway. One problem with the
Canary is that the power button is not recessed enough, so some-
times it gets pushed inside of the backpack and uses up its bat-
tery. Careful positioning of the Canary as I put it back keeps this
from happening.

I also carry a Delorme Earthmate GPS unit (USB), so I can run 
gpsdrive to find out where the heck I am sometimes. And, I carry an
old IBM VGA camera (Model XVP610) for a portable Webcam. It was
very cheap when I bought it, and if it breaks I will not get upset.

Finally, I normally carry in my backpack a small case for my digital
camera, and in that case I also carry a small recharger for AA batteries
and a couple of sets of those batteries. Most of the portable devices
that use batteries seem to use AA or AAA, and the recharging unit
handles both, four at a time. A PCMCIA card makes the transfer of
pictures to my notebook very quick.

And, there are also a few other dongles for recharging devices,
such as cell phones and PDA devices. I have not looked at the 
iGO power devices.

The notebook itself is an IBM X31 with a “media slice” that
provides extra ports, an extra battery and a removable device bay
for CD/DVD reader/writers. I bought it almost two years ago, and
knowing that it would be my main system for a while, I bought
top of the line, with 2GB of main memory, an 80GB disk, 802.11
b/g/a wireless networking, FireWire, USB 2.0 and IR. I also prefer
the ThinkStick of the IBM over the glidepad for “mousing”, but
when I am some place where there is a bit more room, I also have
a three-button optical mouse (Newpoint, www.newpoint.com/
catalog.jspa?webcat=3&itemNumber=230828&method=showProduct)
that has a self-retractable cord and a clear case so you can see the
components (geeky, I know). The X31 also has a ThinkLight built in,
which illuminates the keyboard for typing at night when you just can’t
“remember” where that particular key is.

I chose the IBM because of its titanium case, good support 
for Linux and good field support. Recently, I had to replace the
keyboard because the oils in my hand dissolve plastic (“a mutant, 
you are maddog!”), and they shipped me the field replaceable
keyboard overnight.  The power supply for the laptop is not 
only good for the 110–240 volt crowd, but also has an adapter 
for the car cigarette lighter socket and the airplane seat socket, 
so I do not have to have a separate power adaptor to use it in 
the car or airplane. This is what every vendor should do for its 
laptop customers.

I do not do floppy drives anymore, opting for a USB stick,
which people are now giving away from time to time, but taking
off the media slice allows for the X31 to become very small and
very light. If I need a floppy drive, there are plenty that are USB-
based and work fine with Linux.

So there you have it, a combination of components that fit 
in my backpack. The next time you see me running through the
airport, you will know that it is not because I forgot a needed
piece of equipment!

— J o n  “ m a d d o g ”  H a l l
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Last month, we began to dip our toes into the water of Ajax, the
shorthand name for asynchronous JavaScript and XML, which has
taken the world of Web development by storm. Ajax applications
are Web applications in every way, depending on the underlying
combination of HTML, HTTP, URLs, JavaScript and CSS that pro-
vide a modern Web infrastructure. But, they also rely upon several
of the features of modern JavaScript, including its ability to rewrite
Web pages and also to make HTTP requests asynchronously.

And, indeed, this asynchronous behavior is what makes
JavaScript—and Ajax, for that matter—so exciting for Web
developers. No longer are we stuck with the modern equivalent
of old-style 3270 terminals, with execution taking place on the
server only when we move from one page to another. Now a
Web page can be updated without having to reload the page.

Ajax is not a technical revolution, so much as a conceptual
one, bringing with it new expectations from users and
paradigms for developers. All of the technology behind Ajax
has existed for several years, but it is only now that we are
starting to take advantage of it in Web applications.

This month, we start to look at one simple example of an
Ajax application, in a context that will probably be familiar to
most Web developers: asking users to register with a Web site.
By the end of this month’s column, you will see how we can
combine server-side programs, an HTML form and JavaScript to
check the validity of a form before it is submitted. Next month,
we will see how we can use Ajax to overcome the fatal flaws
associated with this implementation, improving the efficiency,
robustness and security of the application all at once.

Registering Users
If you have been developing Web sites for any length of time,
you probably have needed to create a login system. Such sys-
tems come in all shapes and sizes, and require different levels
of security. For our example application, we assume that each
user has a user name and password. Actually, as you will see,

we don’t care that much about the password; the key issue
here is the user name, which must be unique.

The first thing to do is create a simple table in our database
to keep track of users:

CREATE TABLE Users (

id              SERIAL    NOT NULL,

username  TEXT       NOT NULL    CHECK (username <> ''),

password   TEXT      NOT NULL    CHECK (password <> ''),

email_address  TEXT   NOT NULL  CHECK (email_address <> ''),

PRIMARY KEY(id),

UNIQUE(username)

);

The above table, defined using PostgreSQL syntax, keeps
track of our users for us. Every user has a unique numeric ID,
stored in the id column. (The special SERIAL datatype in
PostgreSQL ensures that each row we INSERT into the database
will have a unique value for id.) For the purposes of this col-
umn, we ignore the security issues associated with storing
passwords in plain text.

Next, we define three columns of type TEXT, which
PostgreSQL uses to define limitless text fields. Each of these
fields is also given an integrity check to ensure that the value
can be neither blank nor NULL. We also define the username
column to be UNIQUE.

Now, from the standpoint of data integrity, we already have
done our jobs. We can be sure that no two users will have the
same user name, that each e-mail address (that is, each person)
is allowed to have more than one user name in the system, and
that the user name, e-mail address and password cannot be
blank. Everything else is just icing on the cake, right?

Well, yes—but only if we are willing to give our users
database errors. Most of us would prefer to offer a softer land-
ing to our users, telling them not only that (for example) their
chosen user name already has been taken by someone else, but
also shielding them from the errors that PostgreSQL displays.

This means our application is going to need to take the
user’s requested user name, check for it in the database, and
then either display an error message (prompting the user to try
again) or INSERT a new row in the database.

Here is a simple example of how we might do this in a
Web page. I use simple CGI programs written in Perl for the
server-side examples this month, in no small part because they
tend to be simple to understand and try on any host. Listing 1
(register.html) shows the HTML form users will see when they
want to register with the site. Listing 2 (register.pl) shows the
CGI program that will accept the form contents, check the user
name in the database and then produce a message in
response. My assumption is that the form will be in the main
Web document root directory, and the CGI program will be in
the cgi-bin directory. Obviously, if you are using a server-side
language, such as PHP, the two can exist side by side.

The HTML form has three text fields, in which the user is
requested to enter a user name, a password and an e-mail
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Listing 1. 

register.html

<!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0 Strict//EN"

"http://www.w3.org/TR/xhtml1/DTD/xhtml1-strict.dtd">

<html xmlns="http://www.w3.org/1999/xhtml">

<head><title>Register</title>

</head>

<body>

<h2>Register</h2>

<form action="/cgi-bin/register.pl" method="post">

<p>Username: <input type="text" name="username" /></p>

<p>Password: <input type="password" name="password" /></p>

<p>E-mail address: <input type="text" name="email_address" /></p>

<p><input type="submit" value="Register" /></p>

</form>

</body>

</html>
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address. (I personally prefer to use e-mail addresses as user
names, but I realize many people don’t, so I’ll add it this
month.) We know from the database definition that the user
name must be unique in the system, but the name and e-mail
address can each exist multiple times.

The registration program (in Listing 2) is a relatively simple CGI
program. It connects to the database using Perl’s DBI interface,
then uses the standard start of CGI programs, grabbing parame-
ters and generally getting ready. The program then checks the
database to see if the user name already exists, returning the

number of rows it matches in the database. If no rows match, we
can assume that the user name is available. (There is something
of a race condition here, but we’re not going to complicate things
with transactions for this small example.)

Making the Form Dynamic
This is the type of registration form with which most of us are
familiar. Moreover, this is the type of registration form many of
us continue to implement on various sites. It’s easy for the pro-
grammer to build, it’s easy to understand and debug, and it’s
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Listing 2. 

register.pl

#!/usr/bin/perl

use

strict;

use diagnostics;

use warnings;

use

CGI;

use DBI;

# ------------------------------------------------------------

# # Connect to the database

# ------------------------------------------------------------

# my $dbname = 'atf';

my $dbuser = 'reuven';

my $dbpassword = '';

my

$dbh = DBI->connect("DBI:Pg:dbname=$dbname",

$dbuser, $dbpassword,

{

AutoCommit => 1, RaiseError => 1,

PrintError => 1, ChopBlanks => 1}) ||

print "<p>Error connecting: '$DBI::errstr' </p>";

# ------------------------------------------------------------

# CGI startup

# ------------------------------------------------------------

my $query = new CGI;

print $query->header("text/html");

print $query->start_html(-title => "Site registration");

my $username = $query->param("username");

my $password = $query->param("password");

my $email_address = $query->param("email_address");

# ------------------------------------------------------------

# Check the parameters

# ------------------------------------------------------------

my @missing_data = ();

push @missing_data, "The username"

unless $username;

push @missing_data, "A password"

unless $password;

push @missing_data, "The e-mail address"

unless $email_address;

if (@missing_data)

{

foreach my $missing_field (@missing_data)

{

print "<p>Sorry, but you are missing:</p>\n";

print "<ul>\n";

print "<li> $missing_field</li>\n";

print "</ul>\n";

print "<p>Please back up and try again.</p>\n";

exit;

}

}

# ------------------------------------------------------------

# Try to register the user

# ------------------------------------------------------------

my $select_sql = "SELECT COUNT(*) FROM Users WHERE username = ?";

my $select_sth = $dbh->prepare($select_sql);

$select_sth->execute($username);

my ($username_is_taken) = $select_sth->fetchrow_array();

# Is this username taken?  If so, give an error

if ($username_is_taken)

{

print "<p>Sorry, but the username '$username' was already taken.

Please back up and try again.</p>\n";

}

# Otherwise, insert the new trio into the

database

else

{

my $insert_sql = "INSERT INTO Users (username, password,

email_address)

VALUES (?, ?, ?)";

$dbh->do($insert_sql, {}, $username, $password, $email_address);

print "<p>Added the username '$username' to the system!</p>\n";

}

print $query->end_html;
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compatible with all browsers out there.
The problem is not in the technical underpinnings of the

program, but rather in the user interface. From nontechnical
users’ perspectives, it doesn’t make sense for them to enter a
user name, password and e-mail address, then submit it, and
only then find out that the user name is unacceptable. Surely
there must be a way to fix this!

The only way for forms to be checked before they are 
submitted to a server is to use a client-side language—that is,
a language embedded within the Web browser, which can
attach itself to browser window events. The universal standard
for such a language is ECMAScript, because it was ECMA
International (formerly known as the European Computer
Manufacturers Association) that approved and published the
standard. However, most people refer to ECMAScript by the

language that inspired the standard, namely JavaScript.
JavaScript is almost always found within the pages of an

HTML document. We can define and invoke functions inside of
the document, triggering the invocations with event handlers.
Thus, we can check the contents of a form when someone
clicks the submit button, before the contents are sent to the
server. We can change styles when the mouse moves on (or
off) particular text and graphics. And, we can execute functions
when someone enters or exits an HTML form element.

Listing 3 contains js-register.html, a modified version of
register.html. The basic idea in this file is that as soon as the
username text field is modified by the user, the browser 
executes the checkUsername function.

This is the way that most client-side Web programs are
structured. JavaScript functions do the actual work, but they
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Listing 3. 

js-register.html

<!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0 Strict//EN"

"http://www.w3.org/TR/xhtml1/DTD/xhtml1-strict.dtd">

<html xmlns="http://www.w3.org/1999/xhtml">

<head><title>Register</title>

<script type="text/javascript">

<!--

var usernames = ['abc', 'def'];

function removeText(node) {

if (node != null)

{

if (node.childNodes)

{

for (var i=0 ; i < node.childNodes.length ; i++)

{

var oldTextNode = node.childNodes[i];

if (oldTextNode.nodeValue != null)

{

node.removeChild(oldTextNode);

}

}

}

}

}

function appendText(node, text) {

var newTextNode = document.createTextNode(text);

node.appendChild(newTextNode);

}

function setText(node, text) {

removeText(node);

appendText(node, text);

}

function checkUsername() {

var new_username = document.forms[0].username.value;

var found = false;

var warning = document.getElementById("warning");

var submit_button = document.getElementById("submit-button");

// Is this new username already taken?  Iterate over

// the list of usernames to be sure.

for (i=0 ; i<usernames.length; i++)

{

if (usernames[i] == new_username)

{

found = true;

}

}

// If we find the username, issue a warning and stop

// the user from submitting the form.

if (found)

{

setText(warning, "Warning: username '" + new_username

+"' was taken!");

submit_button.disabled = true;

}

else

{

removeText(warning);

submit_button.disabled = false;

}

}

-->    </script>

</head>

<body>

<h2>Register</h2>

<p id="warning"></p>

<form action="/cgi-bin/register.pl" method="post">

<p>Username: <input type="text" name="username"

onchange="checkUsername()" /></p>

<p>Password: <input type="password" name="password" /></p>

<p>E-mail address: <input type="text" name="email_address" /></p>

<p><input type="submit" value="Register" id="submit-button"/></p>

</form>

</body>

</html>
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are invoked by event handlers defined in the HTML. So, in
Listing 3, we see:

<p>Username: <input type="text" name="username"

onchange="checkUsername()" /></p>

This tells the browser that when the username text field
changes, it should invoke the checkUsername() function.
When this function is executed, it begins with the following:

var new_username = document.forms[0].username.value;

The new_username variable gets the value of the user-
name text field. We do this by starting off with the document
object (representing our HTML document), then taking the
first element of its forms array (representing the first, and only,
form in the document). The username property of the form
gives us the node for the username text field, whose value we
can then retrieve (as a string) with the value property.

Traversing the tree in this way is typical when working with
JavaScript. However, it is also possible to jump immediately to a
particular form element, assuming that element has been
assigned an id attribute. IDs must be unique within a document,
meaning that we can find a node with the appropriate method:

var warning = document.getElementById("warning");

var submit_button = document.getElementById("submit-button");

Each of the above two lines uses document.getElementById
to retrieve a node from the document tree, identified with an id
attribute. (If nothing matches, the variable is set to the null value.)

The list of user names has been hard-coded in Listing 3,
which is something you would never try in an actual applica-
tion. I discuss this further below, and we will find production-
quality, Ajax-style solutions next month.

Dynamically Modifying the Page
Now that we have a list of user names in JavaScript, we want
to force the user to choose a user name that does not clash
with one already in use. We will do this by checking the pro-
posed user name against the list that we have already collect-
ed. If the user name is already taken, we will warn the user by
modifying the HTML of the current page and then by disabling
the submit button. Only when the chosen user name is new
and unique will the user be allowed to submit it to the server.
This doesn’t mean we will remove our uniqueness checks on
the server or in the database, but it offloads some of that
checking to the client and makes the application more imme-
diately responsive to the user’s needs.

We do this by iterating over usernames, the array contain-
ing user names:

for (i=0 ; i<usernames.length; i++)

{

if (usernames[i] == new_username)

{

found = true;

}

}

If we find a match between the user’s requested new user
name and one in the array, then we set the found variable to
be true. Otherwise, it continues to be set to false. This then

tells us whether we need to warn the user about a conflict
and disable the submit button or vice versa.

Warning the user consists of two steps. The first involves
setting the warning text—that is, the text inside of the <p> tags
above the form—to an appropriate message. We already set the
variable warning to point to that node at the beginning of the
checkUsername function, which means that we now must elimi-
nate all children of the warning node. Actually, we don’t want
to eliminate all children, but merely the ones with a nodeValue
property, because that is where text is stored. The removeText
function does that by iterating over each of a node’s children,
checking to see if it contains text and removing it if it does:

if (node.childNodes)

{

for (var i=0 ; i < node.childNodes.length ; i++)

{

var oldTextNode = node.childNodes[i];

if (oldTextNode.nodeValue != null)

{

node.removeChild(oldTextNode);

}

}

}
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Books on Ajax and JavaScript

In working on these columns, I have found several good books on the subject
of HTML, JavaScript, Ajax and related technologies.

The two most comprehensive books on the subject are O’Reilly’s JavaScript: The
Definitive Guide by David Flanagan and Dynamic HTML: The Definitive Reference
by Danny Goodman. There is a fair amount of overlap between these two books,
and they are definitely meant to be reference books rather than tutorials. That
said, experienced Web developers interested in learning about client-side pro-
gramming probably will learn a great deal from these books. And once you’re
experienced, you will undoubtedly use these two books often, checking every-
thing from the cross-platform compatibility of various JavaScript objects to how
JavaScript interfaces with the DOM.

Newer and less experienced Web developers would probably do well to start with
a gentler introduction to these technologies. One of the best, and funniest, that
I’ve seen is O’Reilly’s Head Rush Ajax by Brett McLaughlin. My one criticism is
touted as one of the book’s strengths—namely, that it presents the same informa-
tion in many different ways to ensure that you will remember it. The book might
be a bit annoying for experienced Web developers who will want to get to the
meat more quickly, and who might be frustrated by the repetition. Nevertheless, 
I think that this is a worthwhile read for anyone starting in the Ajax world.

A middle-of-the-road book that might appeal to more experienced Web devel-
opers, while providing a tutorial and introduction to many JavaScript concepts
described here, is Professional JavaScript for Web Developers by Nicholas Zakas
and published by Wrox. I didn’t like the way in which Zakas used his own
(freely available) JavaScript library throughout the book, but I did think that the
examples and explanations were carefully chosen and interesting, and they also
helped to illuminate some of the shadier sides of JavaScript. Zakas contributed
to another Wrox book, Professional Ajax by Zakas, Jeremy McPeak and Joe
Fawcett, which I found to be less integrated and less enjoyable than either the
JavaScript book or the Head Rush Ajax book from O’Reilly.
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Once we have removed text children from the warning
node, we then can add a new text child to the warning
node, containing the message we want to display. This is
done in the appendText function:

function appendText(node, text) {

var newTextNode = document.createTextNode(text);

node.appendChild(newTextNode);

}

As of this point, the user has received a warning about
the chosen user name, indicating that it will not be accept-
ed because the user name was already taken. However, we
cannot rely on users to read and follow the instructions in
a warning message. Rather, we should disable the form’s
submit button, making it difficult for users even to send
the bad user name to our server-side program. We can do
this by setting the submit button’s disabled property:

submit_button.disabled = true;

To recap—when the user enters a value in the user-
name text field that is in the usernames array, we remove
any existing text children from the warning node. We then
add a new text child node to warning, indicating that 
the chosen user name already has been taken. Finally, 
we disable the submit button in the HTML form.

Of course, we want the user to submit the form eventually,
but only after entering a user name not in the usernames
array. This means we must remove text children from the
warning node, and then re-enable the submit button:

removeText(warning);

submit_button.disabled = false;

Sure enough, this combination of JavaScript functions
seems to do the trick. User names that are not in the 
usernames array remove any error messages and re-activate
the form, allowing us to submit it to the server-side CGI
program and register with the site. User names that are 
in the array, however, produce a warning and stop us 
from being able to submit the form. It’s not Ajax just 
yet, but it is more responsive to the user than our pure
server-side solution.

Considerations
Of course, the program in Listing 3 is fatally flawed in 
several ways. The biggest, by far, is the fact that the user-
names array is hard-coded in the JavaScript. It goes with-
out saying that hard-coding a list of user names in this
way is guaranteed to fail, because the list of users is stored
in a database table, and we have not connected the
database with the program.

We could overcome this problem by generating the
usernames array from the database. In other words, our
server-side program would create part of our client-side
JavaScript program dynamically. Thus, instead of what 
we see in Listing 3:

var usernames = ['abc', 'def'];

we would use a server-side program to do something like

the following:

my $output = "[";

my $sql = "SELECT username FROM Users";

my $sth = $dbh($sql);

$sth->execute();

while (my ($username) = $sth->fetchrow_array())

{

$output .= "'$username', ";

}

$output .= "]";

We would then insert $output into the resulting HTML file,
ensuring that the value of usernames would have the most
complete and up-to-date list of user names in the system.

But even this is likely to cause serious security concerns in
a production application, because it means that every user
name in your system—including those with poorly chosen
passwords—will be available to everyone visiting your registra-
tion page, simply by looking at the HTML source code.
Although it is true that every user name has a password, and
that someone would have to guess the password associated
with a user name in order to break into your system, can you
really vouch for the quality of every password? Moreover, the
user names themselves might be clues as to the number or
types of users on your system. In short, you really don’t want 
a production system to list the user names for a potential
attacker, secure as you might believe your system to be.

There is also an efficiency problem here. As your list 
of users grows, the length of the usernames array will
grow as well. Can you imagine the time it would take 
to generate and download the JavaScript for a site with
10,000 users?

The solution to all of these problems is, of course, 
Ajax. Rather than checking the proposed new user name
against an array in our JavaScript application, we will have
JavaScript submit the proposed user name to the server,
find out whether it already has been taken and act accord-
ingly—all without forcing the user to switch to a different
page of HTML! This is the underlying magic that makes
Ajax applications so compelling; they keep you on the
same page longer than traditional Web applications, thus
providing a smoother user experience.

Conclusion
We’re making some progress on our way to Ajax heaven.
We now have an application—user registration—for 
which old-style Web development provides an answer, 
but one that feels clunky to the user. The solution we saw
in this month’s column works well, but requires that the
JavaScript contain a usernames array with all user names
on the system. For performance and security reasons, this
is a bad idea, and we should look for a different solution.
Next month, we will start to look at a genuine Ajax solu-
tion to this problem, making our application look and feel
smoother, while increasing its security as well.�

Reuven M. Lerner, a longtime Web/database consultant, is a PhD candidate in Learning
Sciences at Northwestern University in Evanston, Illinois. He currently lives with his wife
and three children in Skokie, Illinois. You can read his Weblog at altneuland.lerner.co.il.
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This is certainly a fascinating collection of music, François! 
I hadn’t realized you were such a big fan of the Indie music
scene. You’ve got some great tunes queued up in Amarok, and
there’s plenty here that I’ve never even heard of. You should let
me know about it, so I can check out some of it myself.

Quoi? No, François, I don’t want you to e-mail me your
current playlist. There are other, more interesting ways to do
this now. Sharing your musical taste with others is becoming
quite popular, mon ami. People have “now playing” or
“recently played” lists in their blogs, and music discussion is a
staple of social networking sites all over the Web. Furthermore,
you already are running some great Linux software that will let
you share your musical tastes with one, two, five or a thou-
sand people, if you so desire. Of course, I will show you, but
for now, we must get ready. As you can see, our guests have
already arrived.

Welcome, everyone, to Chez Marcel, where we match
the best in Linux and open-source software with superb
wines and, of course, the best of clientele. Please, find
your tables and make yourselves comfortable while my

faithful waiter attends to the vin. François, please head
down to the wine cellar. I think the 2004 Village Latour
Côte du Rossillon from Maison Chapoutier would make an
excellent counterpoint to today’s menu. Why not marry
excellent musical taste with an excellent and flavorful red
wine? You’ll find a few cases in the third row of the south
wing. Vite, François! Our guests must be parched.

François and I were discussing the joys of sharing music
we enjoy with friends (and anyone else who shares an inter-
est for that matter). Your Linux system makes this easy with
the right programs. One way to share your entertainment,
mes amis, is simply to tell the world. Kopete, the multipro-
tocol instant messaging client distributed with KDE, has a
neat little feature that lets you do just that. Say you happen
to be logged in to an IRC channel or having a chat with a
friend on-line, using Jabber, Yahoo or some other service.
Typing /media in the chat field at the bottom of your chat
window is all it takes. The system then transmits a message
telling your chat partners the artist, title and album of
whatever song you are listening to (Figure 1).

Ah, François, you have returned. Excellent. Please, pour for
our guests. I envy you, mes amis; you will truly enjoy this wine.

Sending your current track information via Kopete works
with Amarok, Kaffeine, Noatun and other KDE applications.
It also works well with XMMS. In order to get Kopete to
transmit this information, however, you may need to turn 
on the plugin that does the job. To do this, click on Settings
in Kopete’s menu bar and select Configure Plugins. A window
pops up with a list of Kopete’s available plugins in the left-
hand sidebar (Figure 2).

Make sure the Now Listening check box is checked. Now,
look over on the right, and you’ll see three tabs. You can
change the format of the display to your instant messaging
client if you don’t happen to like the current setting. The inter-
esting tab here is the one labeled Advertising Mode. The
default requires that you enter /media to transmit the informa-
tion, but you can make it automatic here. Another setting
transmits the Now Listening information in your on-line status
information. When you are happy with the settings, click OK.

Of course, this is only text information, and no one but
yourself can hear what you are listening to. To get the sound
out to others, you need to do a little broadcasting. A common
scenario for a lot of people at home is having a huge collection
of music on one PC but two or more computers in other parts
of the house. Wouldn’t it be great to be able to play music 
on one PC and have it broadcasted on the other computers,

Your Media: Out of the
Kitchen and into Every
Other Place
No question. Your taste in music is certainly among the best. Why not
share the tracks that make your heart sing with others?

COOKING WITH LINUX
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Figure 1. With Kopete’s Now Listening plugin, your favorite music player can tell your friends what
you are listening to.
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wherever they might be in the house? Becoming a local
broadcaster on your network is easier than you might think. In
fact, you may have a few programs that do the job nicely
already installed on your system.

One of these is Jürgen Kofler and Christophe Thommeret’s
Kaffeine, a popular KDE media player. Kaffeine is generally
thought of as a video player, but it also can serve up
DVDs, VCDs, audio CDs or a variety of multimedia files
stored on your system. Some Linux distributions that
include the Kaffeine player also embed it in Konqueror for
viewing on-line videos in Web pages. Kaffeine also has a
broadcast feature. Click File on Kaffeine’s menu bar, then
navigate to Network Broadcasting, and select Send
Broadcast Stream (Figure 3).

A small window appears asking you to select a port
number. By default, the port already is selected as 8080,
but you can override it here. Click OK to close the dialog,
and you are ready to broadcast. In fact, anything you play,

whether it is a music track or a video, is now being broad-
cast. Other people on your network who want to pick up
this broadcast need to fire up their own copy of Kaffeine
and do a slight change to their configuration. Click File 
on the menu bar and head to the Network Broadcasting
submenu, but this time, choose Receive Broadcast Stream.
A configuration dialog appears (Figure 4).

Enter the sender’s IP address, the port on which the sender
is transmitting (the one you set up in the Kaffeine program
doing the broadcasting), and click OK. Just like that, you are
watching (or listening) to whatever the local DJ or VJ in your
home is sending out.

Several “organic” music services have appeared on-line
recently as part of the whole Web 2.0 mania. Some of
them, I confess, are quite fascinating. My favorites to date
are Pandora and Last.fm. Pandora is an interesting service
that suggests, and plays, musical selections based on
songs you tell it you enjoy. It turns out that it is very good
at guessing what other music you will like. Pandora is
great, but it’s a solitary experience. What sets Last.fm
apart is the social networking aspect. You can discuss
music with friends, blog about your favorite tracks, discover
new music and find out what your friends are listening 
to. And, of course, you can tell them what you are listen-
ing to on your Linux system. To get in on the fun, you 
first need a Last.fm account. Then, using a cool little 
piece of software called Audioscrobbler, your favorite 
Linux music player can tell Last.fm what you are listening
to. Audioscrobbler, by the way, is essentially a database
system that tracks listening habits and generates statistics
used to predict likes, dislikes and so on.

In the December 2005 issue, I told you about the
incredibly amazing Amarok, the KDE jukebox music player.
This program is a must-have for music lovers and remains
my favorite media player. Amarok’s features are too
numerous to list here, but let me give you a recap. There’s
a powerful cover manager (downloads covers from
Amazon), a context browser that keeps track of your
favorite and most-listened-to songs, a skinnable interface,
iPod support (other players work as well), great visualiza-
tion tools (using libvisual) and more. There’s even a lyric
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Figure 2. Activating and Configuring Kopete’s Now Listening Plugin

Figure 3. It’s easy to turn Kaffeine into a broadcasting media player.

Figure 4. On the receiving end, you must tell Kaffeine which host is doing
the broadcasting.

NOTE:
You can check out
Marcel’s article on
Amarok by visiting the
Linux Journal Web site at 
www.linuxjournal.com/
article/8558.

As you play
more and

more songs,
the site starts

to create 
a profile of

your musical
tastes, 

then adds
neighbours,

stations of
people whose

musical
tastes mirror

your own.
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download feature so you can sing along with your favorite tunes with-
out worrying about whether you are getting the words right. Now, the
latest version of the amazing Amarok also features Last.fm support
with built-in Audioscrobbler support.

To use Amarok with Last.fm, click Settings on the menu bar and select
Configure Amarok. The configuration window appears (Figure 5) with 
various categories listed in the left-hand sidebar. One of these is for the
Last.fm service, courtesy of the Audioscrobbler program. Enter your Last.fm
user name and password, then click OK.

On the GNOME side of things, there also has been some recogni-
tion of Last.fm’s popularity with music lovers. That’s reflected in the
excellent Banshee music player. To start telling the world what you are
listening to with Banshee, click Edit on the menu bar, and select
Plugins. The Banshee plugins configuration window appears with the
Audioscrobbler plugin selected. Click the Configuration tab (Figure 6).
Click the check box that reads Enable song reporting, enter your user
name and password, then click Close.

Whether you choose to use Amarok or Banshee (or something
else), the information regarding your musical tracks will now be trans-
mitted to the Last.fm community and people can find out what you
are listening to. Earlier on, I mentioned that people could listen to
what you are playing as well, and that also is something you can do 
at Last.fm. Alas, to become a Last.fm DJ, you need to subscribe to the
service. To take this service out for a spin, I spent my $3 US and added
a personal radio station to my wftl account. With the paid account,
your friends can tune in to your radio station using the free, GPLed,
Linux music player distributed on the site (yes, versions are available
for other operating systems).

To use the player, unpack the bundle into the directory of your choice
(tar -xjvf LastfmLinux-1.1.4.tar.bz2). There is nothing to compile

Figure 5. The latest Amarok allows you to broadcast your musical tastes via Last.fm.

http://www.asacomputers.com


here, so running it is as easy as switching to the directory
into which you have extracted it and running the player
(./player). When you run the player the first time, the
setting dialog appears. This is where you enter your Last.fm
account information.

Once all the information is entered, you are ready to
go. For your friends or family to tune in to the songs you
are playing, they need to fire up their player by switching
to the directory (or folder) and running the program. In
addition to the player, a window labeled Radio Control
appears. Before you can play a station, other than your
own, you need to create, or add, a radio station to the list
on your personal Last.fm page. Once done, you can click
the Personal Radio button, and the player takes over,
streaming whatever content is coming from your media
player, whether it is Amarok, Banshee or anything else 
that uses Audioscrobbler.

If you would prefer to use a player other than this one,
you can do that by clicking the settings button (the tool but-
ton on the lower right) and making your choice there. You
also can specify a station by entering its address (for example,
lastfm://user/wftl/personal).

Time appears to be running out, mes amis, but I do want
to direct your attention momentarily back to Amarok. Once
you are part of the Last.fm social network, you don’t actually
need to use the Last.fm player. Amarok can tune in directly to
what Last.fm calls Neighbour Radio. As you play more and
more songs, the site starts to create a profile of your musical
tastes, then adds neighbours, stations of people whose musi-
cal tastes mirror your own.

On Amarok’s menu bar, click Engage, then Play Last.fm
Stream, then select Neighbour Radio. Even if you don’t
have any musical neighbours, you also can choose to listen
to Global Tag Radio, which plays music based on the
Last.fm community’s collectively tagged music. Each of
these stations is arranged according to genre, whether it
be Rock, Pop, Dance, Rap or whatever. It’s a great way to
discover new music.

The clock on the wall, mes amis, she is telling us that clos-
ing time is upon us yet again. The collection of music being

played here in the restaurant at your tables would make for a
fascinating stream, indeed. I hear some excellent music—not
surprising with a clientele of such impeccable taste. François,
please refill our guests’ glasses a final time so that we may
raise a toast. Please raise your glasses, mes amis, and let us all
drink to one another’s health. A votre santé! Bon appétit! �

Resources for this article: www.linuxjournal.com/article/
9172.

Marcel Gagné is an award-winning writer living in Mississauga, Ontario. He is the author of
the all new Moving to Ubuntu Linux, his fifth book from Addison-Wesley. He also makes
regular television appearances as Call for Help’s Linux guy. Marcel is also a pilot, a past
Top-40 disc jockey, writes science fiction and fantasy, and folds a mean Origami T-Rex. He
can be reached via e-mail at mggagne@salmar.com. You can discover lots of other things
(including great Wine links) from his Web site at www.marcelgagne.com.
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Figure 8. Last.fm’s Freely Distributed Music Player

Figure 6. Banshee Configuration Tab

Figure 7. Configuring the Last.fm Media Player

TIP:

Audioscrobbler
plugins are avail-
able in the down-
loads section of
Last.fm for XMMS,
Noatun and other
Linux players.
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If you’re running Apache, and you probably are, you’ve
got a file called access_log on your server, probably in
/etc/httpd or some similar directory. Find it (you can use
locate or find if needed).

First, let’s see how many hits you’ve received—that is, how
many individual files have been served up. Use the wc program
to do this:

$ wc -l access_log 

83764 access_log

Interesting, but is that for an hour or a month? The way to
find out is to look at the first and last lines of the access_log
itself, easily done with head and tail:

$ head -1 access_log 

140.192.64.26 - - [11/Jul/2006:16:00:59 -0600] 

�"GET /favicon.ico HTTP/1.1" 404 36717 "-" "-"

$ tail -1 access_log 

72.82.44.66 - - [11/Jul/2006:22:15:14 -0600] 

�"GET /individual-entry-javascript.js HTTP/1.1" 

�200 2374 "http://www.askdavetaylor.com/

�sync_motorola_razr_v3c_with_windows_xp_via_bluetooth.html" 

�"Mozilla/4.0 (compatible; MSIE 6.0; Windows NT 5.1; SV1; 

�.NET CLR 1.1.4322; .NET CLR 2.0.50727)"

These log file lines can be darn confusing, so don’t
panic if you look at that and become completely baffled.
The good news is it’s not important to know what every
field details. In fact, all we care about is the date and time
in square brackets, and the name of the individual file
requested after the “GET” line.

Here you can see that the first line in the access log is
from 11 July at 16:00:59 and the last line is from 11 July at
22:15:14. Calculate this out, and we’re talking a window of
about six hours and 15 minutes, or 375 minutes. Divide the
total number of hits by this time passage, and we’re seeing
223 hits per minute, or a pretty impressive traffic level of
3.7 hits per second.

The Most Popular Files Sent
The second common query is to ascertain which files are
requested most often, and that’s something we can ascer-

tain with a quick call to awk to split that field from the 
log file lines, then a combination of sort and uniq with its
ever-useful -c option.

Let’s take this one step at a time.
If you go back to the log file line shown above, you’ll find

that it’s the seventh field that contains that value, meaning we
can extract it like this:

$ head access_log | awk '{print $7}'

/favicon.ico

/0-blog-pics/itunes-pc-advanced-importing-prefs.png

/0-blog-pics/itunes-pc-importing-song.png

/styles-site.css

/individual-entry-javascript.js

/motorola_razr_v3c_and_mac_os_x_transfer_pictures_and_wallpaper.html

/Graphics/header-paper2.jpg

/Graphics/pinstripebg.gif

/0-blog-pics/bluetooth-razr-configured.png

/0-blog-pics/itunes-pc-library-sting.png

When you have a long list of data like this, you can 
figure out the most popular individual occurrences by sort-
ing everything, then using the uniq command to figure out
how often each line occurs. Then use sort again, this time
to sort the data from that, prefaced with the largest
numeric value to the smallest.

Here’s an intermediate result to help you see what’s
happening:

$ awk '{print $7}' access_log | sort | uniq -c | head

535 /

26 //favicon.ico

6 //signup.cgi

1 /0-blog-pics/MVP-Combo_picture.jpg

2 /0-blog-pics/address-book-import.jpg

4 /0-blog-pics/adwords-psp-bids.png

28 /0-blog-pics/aim-congrats-account.png

28 /0-blog-pics/aim-create-screen-name.png

38 /0-blog-pics/aim-delete-screenname-mac.png

29 /0-blog-pics/aim-forget-password.png

All that’s left is to sort it by most popular and axe all but
the top few matches:

Analyzing Log Files
Ever wondered what your Web server is doing, but find that you don’t have a
stats or analytics package installed? In fact, analyzing log files is a perfect
task for the Linux command line and, by extension, shell scripts too. 

WORK THE SHELL
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DAVE TAYLOR

When you have a long list of data like this, you can figure out the most popular
individual occurrences by sorting everything, then using the uniq command to
figure out how often each line occurs.
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$ awk '{print $7}' access_log | sort | uniq -c | sort -rn | head

6176 /favicon.ico

5807 /styles-site.css

5733 /Graphics/header-paper2.jpg

5655 /Graphics/pinstripebg.gif

5512 /individual-entry-javascript.js

5458 /Graphics/marker-tray.gif

5366 /Graphics/help-button.jpg

5363 /Graphics/digman.gif

5359 /Graphics/delicious.gif

5323 /0-blog-pics/starbucks-hot-coffee.jpg

The first thing you’ll notice is that this isn’t pages but
graphics. That’s not a surprise, because just like most Web
sites, my own AskDaveTaylor.com has graphics shared across
all pages, making the graphics more frequently requested
than any given HTML page.

Fortunately, we can force the results to be HTML pages
by simply using the grep program to filter the final results
of the filter sequence:

$ awk '{print $7}' access_log | sort | uniq -c | sort -rn 

�| grep "\.html" | head

446 /motorola_razr_v3c_and_mac_os_x_transfer_pictures_and_wallpaper.html

355 /how_to_create_new_screen_names_on_aol_america_online.html

346 /how_do_i_cancel_my_america_online_aol_account.html

293 /pc_to_sony_psp_how_do_i_download_music.html

206 /how_do_i_get_photos_and_music_onto_my_sony_psp.html

198 /how_do_i_get_my_wireless_wep_password_for_my_sony_psp.html

195 /cant_get_standalone_music_player_to_work_on_myspace.html

172 /convert_wma_from_windows_media_player_into_mp3_files.html

166 /sync_motorola_razr_v3c_with_windows_xp_via_bluetooth.html

123 /how_do_i_create_a_new_screen_name_in_aol_america_online_90.html

(Yes, yes, I know that the URLs on this site are ridiculously long!)
Now, finally, I can see that the articles about the Motorola

RAR phone, AOL screen names and Sony PSP are the most
popular articles on the site. Remember, this is a slice for only
about six hours too, so the RAZR article is actually being
requested an impressive once a minute or so. Popular indeed!

I’m going to stop here now that you’ve had a taste of how
basic Linux commands can be combined to extract useful and
interesting data from an Apache log file. Next month, we’ll
look at one more statistic: how much aggregate data we’ve
transferred. Then, we’ll start looking at how to build a shell
script that does these sorts of calculations with ease.�

Dave Taylor is a 26-year veteran of UNIX, creator of The Elm Mail System, and most recently
author of both the best-selling Wicked Cool Shell Scripts and Teach Yourself Unix in 24
Hours, among his 16 technical books. His main Web site is at www.intuitive.com.
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I was sanding down the hull of the Agape, my sloop that I
sail from time to time, trying to get the boat ready for its annual
painting when one of the younger Pollywogs, Yury, came up to
me and complained that someone had called him a “hacker”.

“Why does that bother you?” I asked. “I do not break into
other people’s systems”, Yury said. “I program, I do systems admin-
istration and I help people a lot with their computer problems.”

I stopped sanding a bit and realized that Yury had confused
the term Hacker with Cracker. It is easy to do, as the mass
media has done much to mix the two terms.

“No Yury”, I said. “A hacker is a fine name to be called, 
it is someone who really knows programming, has studied it,
enjoys doing it and shows exceptional skill at solving difficult
problems with elegant code. Usually that code is relatively
short, what we call a quick hack.”

Seeing me talking to Yury, more Pollywogs started coming
up. “Then what is a cracker?” asked one of them. “A cracker”,
I explained, “is someone that breaks into other people’s
systems, sometimes to do malicious damage, like destroy their
Web site, but often just to show people that their sites or
systems are insecure.”

I went on to explain that there were two main types of
crackers, those who were extremely skilled and often very hard to
detect without constant diligence and those who were less skilled,
often relying on techniques developed by others, but applied to
thousands or tens of thousands of systems over the Internet.
Often these less skilled people are nicknamed script kiddies.

I also explained that in a lot of countries breaking into
another person’s system is against the law, even if it is relatively
easy and no damage is done, and if the person is caught, there
can be dire circumstances.

“But why do these people break in?” asked Yury, “Sometimes
it is for financial gain”, I explained, and I continued:

Sometimes it is to steal records or change data that will
bring some type of financial benefit to the cracker.
Sometimes it is to see what other people are doing or to
change their software so people will inadvertently send
the crackers information that will be useful to them over
time. Sometimes it is just for the challenge of breaking
in, for peer respect of having “done the deed”.

A friend of mine named Marcelo Marques in Sao Paulo,
Brazil, had been talking to the Brazilian FBI. They had
empirical information that 80% of computer crimes
were being either initiated or helped by teenagers.
The FBI spokesman expressed frustration to my friend,
because he could not understand why these teenagers
were doing these things. Marcelo talked with me
about crackers and hackers, and after planning for a
while, he and his partners from 4Linux, a consulting
firm in Sao Paulo, started a program called Hackerteen
(www.hackerteen.com.br), under the premise that if
you gave training to young people in how to be a really
good systems administrator, programmer and community
member, you could turn potential crackers into hackers.

So far, the program has been in existence for two years
and has graduated its first class of “Black Belt” students.

“Can anyone become a hacker?” asked Yury. I answered:

Well, there were a lot of young people who dropped
out of Hackerteen along the way. The Hackerteen pro-
gram is not an easy one. It is made up of on-line work,
study and even on-site visits where the students are
given courses in ethics, entrepreneurship, computer
security, networks, programming and collaboration. My
personal experience tells me that not every person can
do programming. I have taught for too many years to
say that every person has the gifts to become a top
hacker. Nevertheless, a course set up like this can have 
a very positive effect on young programmers, and some
of these graduates now have jobs with companies. I met
with the first class of graduates, and I could see what
the class meant to both them and their parents.

“Do you have to go to school or take a course to be 
a hacker?” asked Jay.

“No”, I answered, and I continued:

Lots of hackers I know are self-taught. One of the things
that I like about free and open-source software is that
there is nothing hidden from those who wish to learn.
You can see other people’s code and learn from it. There
are plenty of books on the library shelves, magazines to
read, Internet mailing lists and news groups and even
electronic books to learn from. Things are very different
now than from when I learned to code.

But some people find it difficult to learn by reading books,
and some really like to have a guide or mentor along the
way. Some do best with classroom instruction, and some
are held back by it. My experience has been that a more
structured approach gives a more balanced person, but
this does not mean that you have to take a course or go
to a school, you just have to define a path for yourself and
stick with it. Some people find that difficult.

Ethics are particularly difficult, for what may be ethical
for one person may not be ethical for many others. Here
is where a lot of people may make the wrong decisions
without proper guidance. If people think that ethics in
computers are easy, they should attend a session of the
Ethics Working Group of the SAGE Executive Committee.

“What about girls?” asked another young Pollywog,
sort of crinkling his nose. “Can girls become hackers?”

“Definitely”, I said, and added:

One of my favorite people of all time, one of the earliest
programmers and one of the pioneers of the Cobol
language was Rear Admiral Dr Grace Murray Hopper. Dr

What’s in a Name?
Hackers, who are not always crackers, deserve a little Agape.

BEACHHEAD

CCOOLLUUMMNNSS

JON “MADDOG” HALL

http://www.hackerteen.com.br
http://www.linuxjournal.com


Hopper encouraged early programmers to share
common segments of code, reducing duplication 
of effort and errors.

In Malaysia, more than 70% of the people in data
processing are women, and not just in “menial”
tasks, but with jobs of influence and power. At my
job in Bell Laboratories, my supervisor was a very 
talented woman by the name of Bea Fink. My obser-
vations have been that there is no inherent differ-
ences between a man and a woman doing a job in
the computer field. As a former board member of
the USENIX Association (www.usenix.org), I was
very proud of the work USENIX did with organiza-
tions encouraging women to enter the field and
acknowledging the women who contributed to it. 
I also met many fine women who would indeed fit
the definition of hacker through USENIX and organi-
zations like the ACM and IEEE.

Some of the Linux community has recognized the need to
encourage women to enter the computer science field and
started groups like LinuxChix (www.LinuxChix.org);
GNUrias (www.gnurias.org.br), a Brazilian/Portuguese
organization; Debian Women (www.women.debian.org);

and ChicasLinux (www.chicaslinux.org), a Spanish
organization.

“But how do you know you are a hacker?” asked Yury.
I had to sand the bottom of the Agape for a while before

answering him. I had to think of all the many fine program-
mers that I had known over the years, all the people who
were master craftspeople. I thought about the lists of hackers
that I had seen, and the names on those lists. Yet, I did not
remember any of these people referring to themselves, unless
it was in a passing comment, as a hacker. Then I knew the
answer for my young friend.

“Yury”, I said, “you are probably a hacker when some
programmer that you respect as a good programmer calls
you a hacker.”

The Agape is almost ready to sail.�

Jon “maddog” Hall is the Executive Director of Linux International (www.li.org), a nonprofit
association of end users who wish to support and promote the Linux operating system.
During his career in commercial computing, which started in 1969, Mr Hall has been a pro-
grammer, systems designer, systems administrator, product manager, technical marketing
manager and educator. He has worked for such companies as Western Electric Corporation,
Aetna Life and Casualty, Bell Laboratories, Digital Equipment Corporation, VA Linux Systems
and SGI. He is now an independent consultant in Free and Open Source Software (FOSS)
Business and Technical issues.
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I started working full-time for Linux Journal in 1999, when
we were headquartered in the Ballard District of Seattle—a
place I still miss visiting. One day, we took a break and headed
over to a local theater where The Matrix was showing. It was
early April, and the movie had just come out.

The Matrix immediately became my favorite movie of all
time. Which is saying a lot, as I’m now 59 years old, and I’ve
seen a lot of movies.

The Matrix doesn’t have the best acting or direction. It did
break new ground in special effects, but so did many lesser
movies. In its many fight and chase scenes, The Matrix and its
sequels are derivative of countless other products of Hollywood
and Asia. (Yes, they were fun and over the top, if you’re into
that stuff, but they were still derivative, and some of the
scenes go on forever.) What made The Matrix powerful and
important was its exceptionally strong metaphor for closed sys-
tems that become so familiar and comfortable we fail to realize
they treat us like cattle—or worse, as disposable batteries.

The Matrix and its two sequels tell a familiar sci-fi story: a
small rebel force overthrows an oppressive and overpowering
empire. In this case, the setting is a future Earth in which
machines and their programs have defeated and enslaved
almost the entire human race. In this future world, nearly every
human is trapped in a vast power plant where each individual

serves as a source of electrical power for the machines. The
movie’s setting—the apparently real world of 1999—is in fact a
collective illusion programmed and maintained by machines of
vast intelligence.

Meanwhile, a population of free humans lives deep under-
ground in a city called Zion and sends hovercrafts to sneak
through abandoned sewers, where they can hack into The
Matrix and free human prisoners who correctly suspect that
something is not right with the only world they’ve known. It’s
not worth going further into the details of the movie. I’d be
surprised if more than a handful of Linux Journal readers
haven’t seen it. What matters is what we gain from it.

I gained a realization that The Matrix was a metaphor for
marketing. For me this was personal.

When I began writing for Linux Journal in 1996 (as a con-
tributing editor), I was fairly new to Linux and to the free soft-
ware and open-source concepts that Linux embodies. But I had
been working in marketing—mostly advertising and PR—for
two decades. For a stretch of the late 1980s and early 1990s,
Hodskins Simone & Searls was one of the top high-tech adver-
tising agencies in Silicon Valley. When I left the agency, I went
on to become a successful marketing consultant. So I knew
how the sausage was made.

Oddly, marketing (including advertising and PR) is not
as powerful as you might think. Given the extraordinary

inefficiencies involved, the actual influence exerted by market-
ing (and by advertising and PR in particular), is remarkably
small. Even the accountabilities introduced with pay-per-click
advertising still involve ratios of “impressions” to clicks that run
in the lottery range.

Far more powerful is a belief, held by nearly everybody in
the developed world, that the best markets are captive ones. In
the Free Software and Open Source movements we call captive
markets “walled gardens” or “silos”. But to most producers in
the developed world, these are ideal. And to most consumers,
they are business as usual.

Even after the Net obsoleted closed on-line systems,
Yahoo, AOL and Microsoft continued to silo instant messaging
inside their own walled gardens. In 2006, there should be
no excuse for this.

Yet there is. We continue to believe, as both producers
and consumers, that silos are okay. And worse, that a “free”
marketplace is one where you get to choose the best silo.

We see this in the US today with our “choice” of services
from phone and cable carriers. We even think the Net itself is 
a grace of telecom and cablecom carriage. After all, those are
the guys we pay to get it. Those are the guys who have gradu-
ally increased our connection speeds.

Even the most broad-minded techies can get trapped inside
the conceptual silo constructed by the telecom and cablecom
carriers. As I write this, the debate over “Net Neutrality” is
conducted almost entirely inside that silo.

The carriers claim to be fighting government regulation,
when in fact they have known life only inside a regulatory
habitat they built themselves and continue to control through
an exceptionally powerful lobbying apparatus. Together with
the lawmakers and regulators they control, the carriers have
created what Bob Frankston (a father of both the spreadsheet
and home networking) calls the Regulatorium.

The Regulatorium provides the building codes for telecom
and cablecom silos. Telecom (including cablecom) “reform” is
entirely about changing the building codes to make the silos
more competitive with each other—not to free the captives of
those silos or to blow the silos up altogether.

To the Regulatorium, a “free market” for Internet service
means you get to choose between a cable and a telephone
provider. That’s it. These carriers can no more appreciate a truly
free market than an agent in The Matrix can imagine a world
not run by machines.

Carriers naturally oppose “Net Neutrality” because they’ve
never provided it and don’t want to start. No household cus-
tomer of cable or ADSL service has ever experienced symmetri-
cal, uncrippled service. For most of those same customers, the
Internet is a secondary service offered alongside telephone or
cable-TV services. As with human batteries inside The Matrix, 
a choice between two captors is all these customers have ever
known. (Mobile telephony in the US is a little better, because
there are more competing silos. But they’re still silos. And
not very open.)

On the other side of the debate are techies led by Google,
Yahoo, Microsoft and other “content providers”, all fighting

Breaking the Matrix
You need to free your mind, Neo.
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CONTACT US TODAY!

$5,899
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• 2pcs x 3Ware 9550SX-8 port
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• ATI ES1000 Graphics with 16MB video memory
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Controller

• RAID 0, 1, 5, 10 support 

• Intel® 64-bit Xeon™ 3.2/2x2M/1066FSB
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• 3U Chassis with 650W Redundant Power Supply
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• 12pcs x Western Digital 250GB SATA RAID Drive

• ATI ES1000 Graphics with 16MB video memory

• Intel® (ESB2/Gilgal) 82563EB Dual-port Gigabit Ethernet 

Controller

• RAID 0, 1, 5, 10 support 

• Intel® 64-bit Xeon™ 3.0/2x2M/1066FSB

   (Dual Processor Option)

• 2U rack designed with  550W Power Supply

• Intel® 5000P (Blackford) Chipset

• Kingston 1024MB 667MHz DDR2 ECC FB-DIMM

   (2x512MB)

• 1pc x Western Digital WD4000YR, SATA 7200RPM HD

• 6 x 1" Hot-swap SATA Drive Bays

• ATI ES1000 Graphics with 16MB video memory

• Intel® (ESB2/Gilgal) 82563EB Dual-port Gigabit Ethernet 

Controller

• RAID 0, 1, 5, 10 support 

• Intel® 64-bit Xeon™ 3.2/2x2M/1066FSB

   (Dual Processor Option)

• 5U Chassis, 24 hot-swap bays & 950W redundant

   power supply

• Intel® 5000P (Blackford) Chipset

• Kingston  1024MB 667MHz DDR2 ECC FB-DIMM

   (2x512MB)

• 1pc x 3Ware 9550SX-12  port RAID Controller Card

• 12pcs x Western Digital 400GB SATA RAID Drive

• ATI ES1000 Graphics with 16MB video memory

• Intel® (ESB2/Gilgal) 82563EB Dual-port Gigabit

   Ethernet Controller
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• Intel® 64-bit Xeon™ 3.2/2x2M/1066FSB

   (Dual Processor Option)

• 3U Chassis with 650W Redundant Power Supply

• Intel® 5000P (Blackford) Chipset

• Kingston  1024MB 667MHz DDR2 ECC FB-DIMM

   (2x512MB)

• 2pcs x 3Ware 9550SX-8 port

• 16pcs x Seagate  300GB SATA-II Drive

• ATI ES1000 Graphics with 16MB video memory

• Intel® (ESB2/Gilgal) 82563EB Dual-port Gigabit Ethernet 

Controller

• RAID 0, 1, 5, 10 support 

3U Database Server 
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5U Advanced Storage Server

SDR-5500T 
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3U Application Server 
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Outstanding performance with dual-core
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for Net Neutrality inside the Regulatorium: the carriers’ home
turf. The techies want the silo maintainers to play fair with Net
traffic passing to captive customers inside the silos.

Regardless of how one defines “neutrality”, locating the
argument inside the Regulatorium requires admitting that 
the Net is a grace of silo’d carriage. Even pleas to restore
“common carriage” (an enforced indifference by carriers to
the contents or passengers they carry) serve to reify the silo’d
nature of the carriers. In effect, these pleas say, “Because we
are captive, and because you have no motivation to treat us 
all fairly, we must insist upon regulations that force you to 
do that.” (Not surprisingly, this appeals to Democrats while
offending Republicans, guaranteeing defeat in a Republican-
majority Congress.)

One recent evening, I was explaining Net Neutrality to
my wife, giving her a rundown of the various combatants
in the debate and how they were doing. She listened
patiently and replied on a level so high it reduced all the
silos below to the dimensions of molecules. She said,
“We’re in the middle of a 100-year transition from analog
to digital technology. That means we’ll have another fifty
years of prosperity and growth.”

I realized instantly that the Net is not just about TCP or
Neutrality or peer-to-peer or end-to-end or anything other
than connecting digital devices across distances. It’s about
reducing those distances to zero—or as close to zero as
possible. “The Internet is just a path”, Bob Frankston says.
And carriers, so far, have existed to create “billing events”
in the middle of that path.

In “0 to 1 in 100 Years” (www.linuxjournal.com/node/
1000056), an essay I wrote for the Linux Journal Web site in
July 2006, I said this:

“Broadband” is like “long distance”: just another name
for transient scarcity. We want our Net to be as fast,
accessible and unrestricted as a hard drive. (And in time
even that analogy will seem too slow.)

The only way that will happen is if the Net becomes
ubiquitous infrastructure—something which, in a practi-
cal sense, nobody owns, everybody can use and anybody
can improve (worldofends.com/#BM_8).

There is infinitely more business in making that happen,
and using the results, than Congress can ever protect
for the carriers alone.

And guess who is in the best position to make money
doing that? Right: the carriers.

Will somebody please tell them?

Of course that’s a red herring. Telling something like that
to a carrier is like telling an android to get a real body. Carriers
can’t do it. They’re inside, not outside. They’re a bus with a
billing system.

You have to be free to see how absurd silos can be. You
have to see markets as wide-open spaces opened by ubiqui-
tous relationships, and potential relationships, between digital
devices and the human beings who use them. You have to see
unrestricted possibilities for the people and organizations
putting those devices, their applications and their data to
work. Those possibilities lose their limits once you set your

mind free of the notion that a free market is just a choice
of silos.

So. What does it mean to be free?
Richard M. Stallman and the Free Software Foundation

have something to say, at least in respect to software:

Free software is a matter of the users’ freedom to run,
copy, distribute, study, change and improve the soft-
ware. More precisely, it refers to four kinds of freedom,
for the users of the software:

� The freedom to run the program, for any purpose 
(freedom 0).

� The freedom to study how the program works, and 
adapt it to your needs (freedom 1). Access to the 
source code is a precondition for this.

� The freedom to redistribute copies so you can help 
your neighbor (freedom 2).

� The freedom to improve the program, and release 
your improvements to the public, so that the whole 
community benefits (freedom 3). Access to the 
source code is a precondition for this.

The cognitive linguist George Lakoff has come out with a
new book, Whose Freedom? The Battle Over America’s Most
Important Idea. In a chapter titled “Why Freedom is Visceral”,
he says:

Freedom requires access—to a location, to an object, or
to the space to perform an action. Access is a crucial
idea in human thought....Freedom requires not just the
absence of impediments to motion, but also the pres-
ence of access. Inhibiting freedom is, metaphorically,
not just throwing up roadblocks, holding one back, 
taking away power, imposing burdens or threats or
harm, but also failing to provide access. Freedom thus
may require creating access, which may involve building.

I’ve said countless times that Linux (and the whole LAMP
stack, which now potentially includes more than a hundred
thousand components) is just building material. Its primary
value is not in itself, but in what it makes possible—in what I
call the “because effect”. Far more money is made because of
Linux than with it. Same goes for all kinds of other ordinary
things, including buildings, cars and cell phones. The differ-
ence is that Linux was created in the first place with freedom
as a primary purpose. So are countless other examples of free
and open-source software. So is the Net.

“Free software is about free speech, not free beer”, the
Free Software Foundation says. In the same way, free mar-
kets are about free enterprise. In a free market, participants
have the freedom to make and sell and service whatever
they want. Free and open-source building components are
commodities by intent. The abundance of a commodity may
drive down prices for itself, but it also drives up the number
and variety of purposes to which it can be put, and therefore
drives up the number and variety of businesses it makes pos-
sible. When a commodity is free as in beer as well as free as
in speech, the sum of business it makes possible is infinite.
Yes, some of those businesses may be silos. But after a
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while, it becomes clear that the cost of main-
taining silos is exceeded by the benefits of
freedom—for everybody involved.

In The Matrix Reloaded, the hero of the
story, Neo, meets the architect of The Matrix.
With the hauteur and condescension of a stuffy
college professor, the architect leads Neo to a
conclusion. “Choice”, Neo says. “The problem
is choice.” The architect agrees, and presents
Neo with two choices, each leading to a deter-
mined outcome. Neo doesn’t agree. He sees
more possibilities than the architect, because
Neo is human. He is not a program. He is 
capable of creation at a level machines cannot
achieve, no matter how intelligent they may be.
Human beings can be profoundly creative, and
vastly original.

With original technologies, we can be
exceptionally good at opening possibilities, 
at multiplying choices. This is what we do 
with free and open-source software.

What we do with Linux is also what we want
from it. Both are about choice. You can’t get full
openness to possibilities—and choices among
them—without full access to source code, and
the freedom to improve that code as well as put
it to use. In the techie world, we know about
the virtues involved, and the effects as well.

But there is another path of access to
sources that needs to be opened. This is the one
between users and engineers—between the peo-
ple who use code and the people who write it.
The same goes for makers of hardware and non-
software products. In fact, just about everything.
Yes, there are trade secrets and recipes and drug
formulas and other kinds of stuff for which one
can justify isolating creators from users. But in
most cases, creators and users can benefit far
more from interaction than from isolation.

In the free world we’re building, isolation of
creators is also becoming increasingly impracti-
cal. What David Weinberger called “Fort
Business”—the building with the working space
isolated inside physical as well as digital fire-
walls; the badges for employees, the escorts for
visitors, the nondisclosure agreements for con-
tractors—is becoming more anachronistic and
absurd by the minute. Workers operate in the
outside world as well as the inside one.
Information customarily kept secret may prove
to be more valuable in the open.

It is still common in Silicon Valley to see, in
the vast empty cubicle farms of failed compa-
nies, posted warnings not to let secrets out of
the building. This is the kind of insanity we have
come to expect from marketing: a category of
activity that works to control customers on the
outside and creativity on the inside.

Marketing, advertising and PR have lots of
warm BS about the good that they do. But the
verbs give away their true intentions. Marketers
want to “grab”, “capture” and “hold” people’s
attention. Customer “Relationship”

Management (CRM) systems are mostly devoted
to Silo Inhabitant Retention.

Yes, I know that’s wrong and unfair and not
even close to marketing’s ideals. But there is one
good reason why customers hate advertising,
journalists hate PR and engineers hate market-
ing. Put simply, it gets in the way.

In most companies, marketing stands
between users and engineers. Obstruction
may not be formal, but it’s there. We have this
notion—programmed, Matrix-like, into Business
As Usual—that says we need marketing to guide
creation on the inside and to produce demand
on the outside. We envision a process of product
(or service) creation and sales that works in a lin-
ear, value-chain way. Feedback from the market
comprises the return side of a cycle that needs
to be formalized and run through a System.
Marketing is in charge of that. Engineers aren’t.
They’re back at the beginning of a process that
doesn’t involve them directly with customers or
users. That’s up to sales, marketing, customer
support or some other non-engineering part of
the corporate bureaucracy.

That whole mentality is a silo too. Maybe
even a Matrix. Because we’re trapped inside it,
and we need to free our minds from it.

Survival and prosperity for technical compa-
nies in the long run will require more and more
contact between makers and users. As with the
trapped inhabitants of The Matrix, we need to
start over in a new world that lacks the familiar
comforts of the old one. There was comfort in
the distance put by the silo between engineer
and user. The engineer could work in peace.

But that distance is gone. That peace is
gone. We have to make a new world where we
know first-hand how our stuff works for real
customers and real users. We need to engage
and relate. Reports from marketing on studies
and focus groups aren’t going to cut it any-
more. We’ll need to know more and more 
on a first-hand basis.

Of course, engineers will still enjoy their priv-
ileged positions. “Show me the code” will
always be the base price of admission to the
software meritocracy. But meritocracies will be
built on meritocracies. More products, more ser-
vices, more possibilities, more choices, more
opportunities, more value and more money. For
everyone involved.

Code comes down to ones and zeros. We’re
building a whole new world with those. My
wife is right. It will take a long time. We’ll make
a lot more business happen—faster—by open-
ing markets up than by closing them down. And
we’ll get a lot more done by connecting free-
doms to create with freedoms to choose and
buy and use and re-use.

Liberating ourselves won’t be easy. But 
it’s necessary.�

Doc Searls is Senior Editor of Linux Journal.
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ABERDEEN STIRLING 54T

1U 14 Inch Depth Mini Rack
• Intel® Pentium® D processor powered by Intel dual-core technology with

up to 1066FSB and 4MB Cache 
• Intel E7230 “Mukilteo” Chipset with 64-Bit Support
• Up to 8GB DDR2 667/533MHz Memory
• Up to 750GB SATA Hard Drive
• 260W AC Power Supply w/PFC
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$999

ABERDEEN STIRLING 106T

1U Short Depth 4 SATA 3TB
• Intel® Pentium® D processor powered by Intel dual-core technology with

up to 1066FSB and 4MB Cache 
• Intel E7230 “Mukilteo” Chipset with 64-Bit Support
• Up to 8GB DDR2 667/533MHz Memory
• Up to 4 x 750GB (3.0TB) Hot-Swap SATA Hard Drives
• 300W AC Power Supply w/PFC
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$1,169

ABERDEEN STIRLING 128T

1U Dual-Core 4 SATA/SCSI 3TB
• Up to two Dual-Core Intel® Xeon® processors with up to 1333FSB
• Intel® 5000P “Blackford” Chipset with 64-Bit Support
• Up to 64GB 667/533MHz Fully Buffered ECC DDR2 SDRAM Memory
• Up to 4 x 750GB (3.0TB) Hot-Swap SATA Hard Drives
• Up to 4 Hot-Swap SCSI Hard Drives version available (Stirling 128S)
• 700W AC Power Supply w/PFC
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$1,999

ABERDEEN STIRLING 226T

2U Dual-Core 6 SATA/SCSI 4.5TB
• Up to two Dual-Core Intel® Xeon® processors with up to 1333FSB
• Intel® 5000P “Blackford” Chipset with 64-Bit Support
• Up to 32GB 667/533MHz Fully Buffered ECC DDR2 SDRAM Memory
• Up to 6 x 750GB (4.5TB) Hot-Swap SATA Hard Drives
• Up to 6 Hot-Swap SCSI Hard Drives version available (Stirling 226S)
• 550W AC Power Supply w/PFC
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$ 2,125

ABERDEEN STIRLING 228T

2U Dual-Core 8 SATA/SCSI/SAS 6TB
• Up to two Dual-Core Intel® Xeon® processors with up to 1333FSB
• Intel® 5000P “Blackford” Chipset with 64-Bit Support
• Up to 64GB 667/533MHz Fully Buffered ECC DDR2 SDRAM Memory
• Up to 8 x 750GB (6.0TB) Hot-Swap SATA Hard Drives
• Up to 8 SCSI/SAS Hard Drives version available (Stirling 228S/228Q)
• 700W High-efficiency Redundant Power Supply
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$2,485

ABERDEEN STIRLING 428T

4U/Tower Dual-Core 8 SATA/SCSI 6TB
• Up to two Dual-Core Intel® Xeon® processors with up to 1333FSB
• Intel® 5000P “Blackford” Chipset with 64-Bit Support
• Up to 64GB 667/533MHz Fully Buffered ECC DDR2 SDRAM Memory
• Up to 8 x 750GB (6.0TB) Hot-Swap SATA Hard Drives
• Up to 8 Hot-Swap SCSI Hard Drives version available (Stirling 428S)
• 800W High-efficiency Redundant Power Supply
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$2,485

ABERDEEN STIRLING X633

6U Dual-Core 32 SATA 24TB
• Up to two Dual-Core Intel® Xeon® processors with up to 1333FSB
• Intel® 5000P “Blackford” Chipset with 64-Bit Support
• Up to 32GB 667/533MHz Fully Buffered ECC DDR2 SDRAM Memory
• Up to 32 x 750GB (24.0TB) Hot-Swap SATA Hard Drives
• 2 x Rear Hot Swap SATA Hard Drives for OS
• 1350W Triple Redundant Power Supply
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$7,999

ABERDEEN STIRLING 328S

3U Dual-Core 8 SCSI 2.4TB
• Up to two Dual-Core Intel® Xeon® processors with up to 1333FSB
• Intel® 5000P “Blackford” Chipset with 64-Bit Support
• Up to 32GB 667/533MHz Fully Buffered ECC DDR2 SDRAM Memory
• Up to 8 x 300GB (2.4TB) Hot-Swap SCSI Hard Drives
• 2 x 5.25" Peripheral Drive Bays
• 550W Fixed or 760W Triple Redundant Power Supply
• 55-YYeeaarr  WWaarrrraannttyy

Starting at
$2,445

"The Ultimate
Linux Server... 
too fast for our 
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recommend the

Aberdeen line of
servers without

reservation."
Linux Journal, August 2006

"powerful enough
to tackle the most 

cutting-edge 
applications"

CRN Test Center
Recommended, August 2005

"staggering … eye-
opening … the 

highest WebBench
numbers to date"

PC Magazine, February 2005
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Please send information about releases of Linux-related products to James Gray at newproducts@ssc.com or New Products c/o Linux Journal,
1752 NW Market Street, #200, Seattle, WA 98107. Submissions are edited for length and content.

Vyatta’s Open Flexible Router
The word vyatta means “open” in ancient Sanskrit, and this relatively new company
that has taken on the moniker is applying this philosophy of openness to routers.
Vyatta’s product, the Open Flexible Router (OFR), is reputed to be the IT industry’s
first enterprise-grade, open-source router platform. OFR allows users to utilize
industry-standard x86 hardware to “create a high-performance router for WAN
and LAN routing” that offers “dramatically improved price/performance and
open flexibility” vis-à-vis closed-source solutions. Vyatta targets OFR at mid-sized
enterprises or branch offices of larger ones. Product benefits include not only all
standard routing protocols and high-availability and security features, but also the
ability to customize the product and add features as needed. The latter is intended
to give users flexibility in managing future requirements on their own terms
rather than relying on the actions of closed-source vendors. In addition, both free
and paid support options exist. Free support comes in the form of the Vyatta
Community, which includes tools, discussions, blogs and newsfeeds. Paid support
includes tiered subscription packages customized to the user’s needs. The OFR
software is available for free from Vyatta’s Web site.

www.vyatta.com

SageTV’s Media Center 
for Linux
Hear ye, hear ye, all TV freaks! SageTV recently released a product dubbed
SageTV Media Center, which, according to the the company, allows you to
turn a Linux-based computer into a full-featured PVR and media center. In
addition, you can utilize the Placeshifter option to watch your entire home-
based media library from any remote computer with high-speed Internet
access. Furthermore, the Media Center also can interact with SageTV’s related
product, the Wireless Media Extender, which allows every TV in the home to
access all live or recorded media content from the Media Center independently
without a need for a PVR on each set. Meanwhile, a central, unified media
library is maintained. SageTV claims that one can set up a complete, full-home
media center for hundreds rather than thousands of dollars for other solutions,
and there is no need to pay subscription fees for PVR capabilities.

www.sagetv.com

Sage Software’s Sage Accpac ERP
Sage Software (no relation to SageTV above) recently announced a new version, now
Release 5.4, of its Sage Accpac ERP business management system. In essence, Sage Accpac
ERP is a Web-enabled accounting and business management solution for integrated busi-
ness management applications, including CRM, POS, HR, inventory management and so
forth. It can be deployed either on-site or on-line. New user features in Version 5.4 include
a new returns management (RMA) module and 267 other product enhancements, such as
improved multi-currency tax accounting. A new technical feature of Accpac ERP is its com-
patibility with Intel and AMD 64-bit processors. Also of interest to the Linux crowd is the
ability of Sage Accpac ERP to run simultaneously on both Linux and Windows clients in 
parallel against the same database, be it DB2, Oracle, PSQL or Microsoft SQL.

www.sageaccpac.com

�

�

�
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Learning Maya 7:
Foundation with
DVD by Autodesk
Maya Press (Sybex)

Those of you who follow this section will wonder
why products in the high-end 3-D graphics space
keep popping up. Admittedly, your editor’s dream
to work for Pixar has (foolishly) not yet been
dashed. This month, we’ll see a new book title
about Autodesk’s Maya package, titled Learning
Maya 7: Foundation with DVD. The book is
authored by Maya’s creators at Autodesk and pub-
lished by Sybex’s Autodesk Maya Press imprint.
Maya is a powerful program used by the film, TV
and computer/video game industries for 3-D mod-
eling, animation, effects and rendering. And, Maya
runs on Linux as well. This full-color book uses a
real, forthcoming Hollywood film as material for its
tutorials, teaching readers animation, modeling,
texturing and visual effects. Also included is a DVD
with instructor-led tutorial videos and other extra
features. (Psst! Anyone out there with connections
at Pixar who can hook me up?)

www.sybex.com

FiveRuns’
Systems
Management
FiveRuns, whose name comes
from the founder’s favorite 
childhood fishing hole, has 
left the world of beta releases
(now 1.0) with its open-source
Systems Management product,
“complete with Web 2.0 rich-
ness and usability.” According 
to FiveRuns, its “approach to
systems management utilizes
open-source technologies, such
as Ajax, Ruby and Ruby on Rails
to deliver a sleek, hosted appli-
cation.” Because IT professionals
must typically manage both open-source and proprietary environments, FiveRuns’ philosophy is to support
these heterogeneous environments through a single interface. FiveRuns also claims that businesses of all sizes
can benefit from its products. Other features include software-as-a-service-based monitoring, allowing users
the flexibility to subscribe to the appropriate level of service as infrastructure levels change, as well as auto-
mated configuration discovery and auto-baseline thresholds to keep implementation time to a minimum.
Free support for the product is available through FiveRuns.net, a community of users that includes trou-
bleshooting advice. A free 30-day trial of FiveRuns is available by signing up on the company’s Web site.

www.fiveruns.com

Kerio’s MailServer
The Kerio folks told us that they have updated their
MailServer product, now Release 6.2, which supports
Linux, Mac OS and Windows. The product is a
groupware server targeted to small- and mid-market
businesses and is available in 16 different lan-
guages. The most noteworthy new user and admin-
istrator improvements are Universal binaries
(MailServer is now a Universal application on Mac
OS X); two-level spam rating (messages can be
tagged or blocked/rerouted); distribution-list defini-
tion and syncing; Sticky Note support (users can cre-
ate and sync Sticky Notes in WebMail and Outlook);
Clam AntiVirus plugin; and improved search, includ-
ing calendar events and tasks. Kerio also improved
its WebMail application utilizing Ajax.

www.kerio.com

Roaring Penguin Sofware’s CanIt-Domain-Pro

The developers of e-mail
applications are rockin’
these days, and one of
the companies responsi-
ble for the buzz is
Roaring Penguin
Software, who just
released Version 1.0 of
its CanIt-Domain-Pro.
This product is an anti-
spam solution designed
specifically for organiza-
tions with complex e-
mail needs related to
managing multiple
domains, such as ISPs,
universities, govern-
ments, Web hosts and
so on. Roaring Penguin
says its product can
solve problems in univer-
sities and governments

“where each department often has its own domains” or in the ISP world where “merger activity has
brought multiple domains under one roof”. Roaring Penguin’s approach is to simplify the manage-
ment of multiple domains by allowing a “super system administrator to delegate system administra-
tion rights” to lower-level “realms”, with realm administrators able to create baseline rules, users
and streams within their jurisdictions. CanIt-Domain-Pro is available as a software download, a soft
appliance or a preconfigured plug-and-play appliance.

www.roaringpenguin.com
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Call
MisterHouse
TO REGULATE

YOUR HEAT
Combine MisterHouse with Perl scripts, X10 and the Linux kernel 

to create an automated zoned radiant heat system.

I am an architect and a software consultant,
I am building my own home, and both
my wife and I have allergies. Forced-air
environmental control systems are not good
for people with allergies. I have chosen to
use radiant heating. Environmental control
systems are one of the areas of home
automation into which hobbyists rarely
venture. Although the control systems for
air conditioners and heat pumps are not
particularly complex, a poor control system
can wear out an expensive compressor
early, if it does not destroy it. This taboo
against directly controlling environmental
control systems hardware extends to

systems that are neither as easy to destroy
nor as costly to replace.

This article discusses controlling a home
radiant heating system using a home
control system running under Linux. I have
used several guiding principles in designing
and implementing this system. I am a
huge proponent of KISS (Keep It Simple),
and I am an underutilized software 
consultant from a community that still
believes pennies are money—I am cheap. 
I think that is a virtue. Simple trumps
complex, cheap prevails over costly,
software substitutes for hardware, 
do-it-yourself replaces buying or hiring.

DAVID LYNCH

[ FEATURE ]
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Division into Zones
Radiant heating systems are not particularly complex. My house is divided
into zones, and each zone has its own controls. To some extent, the
control system for the zone interacts with controls for the whole system.
In a radiant heating system, when a zone requests heat, water is heated
and circulated into something to radiate that heat into the rooms
making up that zone.

System Components
The first system component is a heat source, and there is a wide variety
of possible heating sources. I am using a 144,000 BTU wall-mounted
instantaneous natural gas hot water heater with a 95% efficiency rating.
One of the features of these units is that they are regulated and con-
trolled internally. Simply drawing water triggers the electronic ignition.
The unit itself controls its output to match demand. My unit has some
ability to manipulate the preset water temperature as well as monitor its
performance. Regardless of whether it is conventionally controlled or
controlled by a home automation system, my water heater itself requires
no external controls.

The next component is a heat sink—the way heat gets from the distri-
bution system into the zone. In my house, this is PEX tubing, approximately
16" on center inside a concrete slab. There are many other ways of getting
heat from the water into the zone, including baseboards, radiators and
tubing stapled to the underside of floors. Each method has its own proper-
ties, but the most critical of these is the amount of heat it can radiate into
the zone. PEX tubing in a concrete slab is one of the more efficient means
of transferring heat to a zone. The maximum radiated heat from a con-
crete floor with radiant tubing is between 50–90K BTUH per 1,000 square
feet or 50–90K BTUH for 1,000 square foot of floor—depending on how
warm a floor you are willing to tolerate.

Proper design of the heat source and sink are beyond the scope of
this article; however, they are not really complex. The heat sink must be

capable of supplying more heat than the zone can lose in an hour under
the most extreme conditions. The heat source must be able to provide at
least as much heat as all zones could demand under the most extreme
conditions. Under cold but less than extreme conditions, I do not want the
system running most of the time; the norm is for the heat to run about
one-third of the time. All heating systems are over-designed.

Another component is the circulator(s). Water must be persuaded to
flow through the system. The norm is that at least one pump or circulator
is required. Circulation systems can be designed in a number of ways. I
have been able to procure small circulators very cost effectively (cheaply),
so I have used a circulator for each zone. This significantly simplifies many
other aspects of the design of the system. It eliminates the need for zone
control solenoids and their controls. It eliminates controls for the circulator
separate from those of the zone. It makes providing a zone-by-zone
failsafe override easier, and it reduces the need to balance the system.

Another part of the system is a closed-loop water distribution system.
Hot water needs to get from the heat source to the heat sink and
back. In my home, this is more PEX tubing, as well as manually 
constructed manifolds.

Finally, there is the control system, and that is where Linux comes in.

Premises
There must be a failsafe at least to keep the pipes from freezing should the
home automation system fail. I have no provisions for dealing with an
extended loss of power during severely cold weather—very few modern
heating systems will work without power. Even the failsafe will fail absent
another source of power to drive the circulators and ignite the water
heater in the event of a prolonged power failure. A failsafe is accomplished
by wiring a traditional cheap thermostat in parallel with the home control
system on a sufficient number of dispersed zones to maintain temperatures
above freezing.

Feedback is more important than reliability—it is not important that a
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Figure 1. Takagi TkJr 144K BTUH Hot Water Heater Figure 2. Radiant Distribution Manifold and Circulators
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zone starts heating at a specific instant. It is important that over the course
of time, the zone temperature does not wander too far outside the toler-
ance from the current setpoint for that zone. That tolerance is critical.
Expecting to maintain a temperature of exactly 70ºF in a zone all the time
is unrealistic. Doing so would make the system turn on and off constantly.
All environmental control systems have some tolerance built in. The
primary difference in my system is that both the setpoint and the 
tolerance are controllable. Feedback is important in that it allowed 
me to use an extremely inexpensive means of controlling AC power:
X10 appliance modules.

X10 is fairly ubiquitous. It is readily available and cheap. In a lot of
installations, it is highly reliable, but some are highly troublesome.
Feedback is also important because if all else fails, my heating system
needs to attract my attention to solve the problem.

The controls and sensors need to be cost-effective devices easily inter-
faced to and managed by the home control computer—did I mention that
I am cheap?

The Control System
The X10 appliance modules to turn on and off AC power to the AC
devices (circulators) that are being controlled are Dallas Semiconductor
DS1820 1-Wire temperature sensors. These are extremely inexpensive and
are an easily interfaced means to sense temperatures. Each zone may have
one or more temperature sensors. Eventually, I intend to place sensors at
different heights within the zones to explore the radiant heating premise
that rooms with warm floors are perceived as warmer even if the room
temperature higher up is cooler. Furthermore, I monitor
the supply and return temperatures for each zone. This
provides feedback, and it provides a means of monitoring
system performance. The heat supplied to each zone is the
differential between the supply and return temperature,
the flow rate and the cycle time. The flow rate for the 
circulators is approximately constant, and all other factors
can be monitored. This means the output and perfor-
mance can be monitored in real time.

Finally, there is a need to determine human input—I
need to be able to demand that my living room be hotter or colder. This is
done in a number of ways.

For my first heating season, a single $10 US thermostat was used to
turn on all circulators for all zones concurrently. At initial startup, the hot
water heater started about a minute after the circulators and ran for about
17 hours straight. I was starting to panic, wondering how large a loan I
would need to afford heat. Then it stopped. After that it became a game
trying to catch the system running the rest of the winter. Once each zone
was up to temperature, they very rarely ran.

During the second season, I used a simple MisterHouse Perl script.
Changing a zone’s setpoint involved simple changes to that Perl script. 
It worked, but it was not a human-friendly user interface.

Ordinary thermostats can be installed and connected to digital inputs.
There are numerous ways to do this, and there are relatively cheap 1-Wire
digital input sensors. The thermostats are not used to set the temperature;
they are used as inputs to determine whether I want the temperature altered.
I use these primarily because all users, regardless of their competence with
computers, tend to be comfortable with and understand them, which is
important in a guest room. However, because they are inputs to the control
system, they constitute requests, not demands, and they are not a failsafe.

The user interface for the normal computer-savvy users (my wife and I)
is an evolving Web interface with status and alterable settings for each
zone. The Web interface can be used from any computer on the home
net, from a wireless PDA supporting a Web browser or even from remote
locations, provided sufficient security precautions are taken.

Nothing about an environmental control system is particularly 
time-sensitive. I develop embedded and sometimes real-time systems.
Environmental control is not real time. This means the demands of the 
control software on the Linux system are relatively low and not particularly
time-critical. In fact, in my home, the heat source for the radiant heat is

shared by domestic hot water. This has advantages and disadvantages and
is not permitted by some building codes. When domestic and heating
demands exceed the capacity of the hot water heater, such as when some-
one is taking a hot shower, domestic needs trump those of heat. It is
unlikely I will notice if the heat delays a few minutes before starting. But if
I am in the shower, I will notice if I am deprived of hot water just so the
heating cycle can start immediately.

The open-source MisterHouse Project provides a capable and highly
programmable home control system, with capabilities well beyond those
required for this project. It runs on Linux and Windows and supports a
wide variety of controls, sensors and other hardware. It provides a very
capable Web interface that I was able to extend easily to support my zone
controls. And, it has features, such as floor plan integration, that I hope to
take advantage of later. There already have been several environmental
control systems implemented using MisterHouse. These have used expen-
sive computer-monitorable thermostats controlling traditional HVAC con-
trol systems. In my implementation, MisterHouse does all the heavy lifting.

MisterHouse is written in Perl and has provisions to allow MisterHouse
users to incorporate their own Perl routines easily, as well as an API with func-
tions and events targeted at home control. It is fairly simple to create a bit of
Perl code and have it execute every minute, every three minutes or only on
Sundays when there is a full moon. It is easy to monitor or control 1-Wire and
X10 devices—all the elements needed to make a working system.

I love programming in Perl, because it is easy, powerful and forgiving.
You do not need to be a Perl monk to create custom scripts for
MisterHouse. The MisterHouse distribution and Web site include numerous

examples, many of which are only a few lines of fairly
simple code. A substantial amount of home control can
be accomplished with MisterHouse without doing any
programming at all.

I primarily used Debian Linux, and I created a Linux
Vserver (lightweight virtual server), specifically for
MisterHouse. This is not strictly necessary, but it is cheap-
er and easier than a dedicated machine, and it’s simpler
and cleaner than running a mess of different dæmons on
a single machine. I highly recommend Vservers; they

make experimenting with configurations fun and easy.
MisterHouse can be installed under Debian with apt:

apt-get install misterhouse

It requires a collection of Perl modules, and these dependencies should
be taken care of by apt.

While planning this system, I decided on a computer X10 interface, the
ACT TI-103, specifically because the most common X10 interfaces, the
CM17 and CM11, have been known to have issues. The TI-103 sends a
stronger than normal X10 signal and can receive a weaker than spec X10
signal. Furthermore, it supports X10 extended addressing, allowing the use
of more than 255 X10 devices in a single home. Unfortunately, I mistakenly
assumed that there would be MisterHouse support for it.

For early development, I used an old CM11 I had lying around, but
eventually, I wrote a new MisterHouse driver for the ACT TI-103 that is now
part of the MisterHouse Project. The ACT TI-103 is a nice controller and was
easy enough to talk to—with some effort you can manipulate it directly
using minicom as it uses ASCII command strings. Developing the TI-103 driv-
er was more complex and time consuming than the rest of my MisterHouse
HVAC software. So far, it has not proven to be any more or less reliable than
the CM11. But, my TI-103 driver has been part of MisterHouse distributions
since MisterHouse 1.102. After I was well underway with this effort, Insteon
came out with a new series of power-line devices that are superior in many
ways to X10 devices. However, they are still more expensive than X10 mod-
ules. Neil Cherry should have MisterHouse support for Insteon completed 
by the time this article is published.

MisterHouse needs to be configured for the controllers and sensors. The
X10 controller is set by assigning the correct port, such as /dev/ttyS0, to the 
correct X10 device in the MisterHouse configuration file /etc/misterhouse/mh.ini:
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cm11 = /dev/ttyS0

or:

ti103 = /dev/ttyS0

You may want to configure a number of other parameters, such as
latitude and longitude, that would make MisterHouse more useful, or if
you wanted to make heating decisions based on the weather report but
nothing else specific to heating control.

Figure 3. Radio Shack/X10 Appliance Module Controlling Circulator

X10 devices are set up in a separate configuration file, x10.mht. The
parameters for each device are the type of X10 module, its address, name
and the groups to which it belongs. I needed an entry for each appliance
module controlling the circulator for each zone. An example entry would be:

X10A, C1, Circulator1, All_Heat|Night_Setback

for an X10 appliance module with a C house code and a 1-unit code
named Circulator1 included in the groups All_Heat and Night_Setback. In a
MisterHouse Perl script, one way this can be turned on is with the code set:

$Circulator1 'ON';

and all Night_Setback devices can be turned off with:

&set_all($Night_Setback, 'OFF');

If you have multiple X10 controllers, you may need to assign a controller
to the device. And, it is very useful to assign labels and groups to devices. mht
files are transformed into mhp (Perl code) files as part of MisterHouse startup,

or they can be reloaded on a running system through the MisterHouse user
interface. Once X10 devices are correctly entered into the .mht file and
MisterHouse starts up, they can be controlled manually by the UI, or they can
be controlled programmatically via bits of Perl. It also is possible to add X10
devices to MisterHouse directly from the MisterHouse Web interface.

MisterHouse supports a number of user interfaces, including a Tk interface
and Telnet. But, the primary interface I use is the built-in MisterHouse Web serv-
er. By default, it should come configured to work and should be on port 8080.
Using a Vserver made it easy to move it to the standard http port 80. Inside my
home, browsing mh.dlasys.net brings up the MisterHouse main page.

Figure 4. DS1820 1-Wire Test Rig

I had several available alternatives for interfacing MisterHouse to 
1-Wire. MisterHouse can communicate directly with 1-Wire devices through
a 1-Wire serial interface, and they are configured in an .mht file much like
X10 devices. One of the machines I was planning on using did not have
sufficient serial ports for both the X10 controller and the 1-Wire serial con-
troller, so I opted for a 1-Wire USB controller. MisterHouse currently does
not directly support the 1-Wire USB controller. But there are several Linux-
specific means of using the 1-Wire USB controller. The Linux 2.6 kernel
recently added support for a number of 1-Wire devices and interfaces. This
is what I would have preferred to use. Unfortunately, at the time I was
developing the code, it was very new and not well documented. There is a
1-Wire filesystem that maps 1-Wire devices to a filesystem. digitemp, a
standalone program for both Linux and Windows, can read 1-Wire devices
from both USB and serial interfaces, and that is what I elected to use.

My first implementation had digitemp polling all the DS1820 tempera-
ture sensors inside MisterHouse. My current implementation has digitemp
polling the temperature sensors as an external cron job and recording the
information into an RRD database. The following Perl script creates an RRD
database with entries for each DS1820 in the @sensor list:

#!/usr/bin/perl

# Category = HVAC

@sensor = ( "28E8E30500000083", "2853327C000000D4");

my $cmd = "rrdtool create temp.rrd --start N --step 60 ";

for $i ( 0 .. $#sensor) {

$cmd .= "DS:$sensor[$i]:GAUGE:120:30:180 ";

}

$cmd .= "RRA:MIN:0.5:60:8760 ";

$cmd .= "RRA:MAX:0.5:60:8760 ";

$cmd .= "RRA:AVERAGE:0.5:60:8760 ";

print "$cmd\n";

my $result = system($cmd);
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DS:$sensor[$i] specifies the data source (each DS1820), 30:180 are
the min and max values for the data source and GAUGE is a particular
RRD data source appropriate for temperature sensors. There are three
archives: a Min, Max and Average.

I live in the US, so all temperatures are in Fahrenheit; however, 
digitemp can read and record either Centigrade or Fahrenheit values,
and all other values throughout the system are relative to those
reported by digitemp.

Polling is accomplished with the following script:

#!/usr/bin/perl

# Category = HVAC

@sensor = ( { sn => "28E8E30500000083", temp => 0 },

{ sn => "2853327C000000D4", temp => 0 });

# Read the output from digitemp

open( DIGITEMP, "digitemp_DS2490 -c /etc/digitemp.conf \

-a -q -o\"%s:%R:%.2F\" |" );

while( <DIGITEMP> ) {

chomp;

if( $_ =~ /^nanosleep/i ) {

my $now = localtime;

} else {

my ($dvc,$sn,$temp) = split(/:/);

print "dvc=$dvc sn=$sn temp=$temp\n";

$temp = 185 unless ($temp);

for $i ( 0 .. $#sensor) {

if ($sn eq $sensor[$i]->{sn}) {

$sensor[$i]->{temp} = $temp ;

}

}

}

}

close( DIGITEMP );

my $cmd = "rrdtool update temp.rrd N:";

for $i ( 0 .. $#sensor) {

$cmd .= ":$sensor[$i]->{temp}";

}

This can be set up as a cron job with a crontab entry:

*/2 * * * * root test -c /opt/mh/local/bin/temp2rrd.pl \

&& /opt/mh/local/bin/temp2rrd.pl >/dev/null

or it can be run periodically with MisterHouse.
I added a Perl routine to mh to query the RRD database periodically

and compare current temperatures for each zone with the setpoint for
that zone (specified in the mh UI code). If the current temperature is
too far below the setpoint, the X10 module controlling the circulator
for that zone is turned on. If the current temperature is too far above
the setpoint, the X10 module is turned off. Right now, fault tolerance
is achieved by turning on/off the appropriate X10 module on each
loop if the current temperature is outside the acceptable differential
from the setpoint. Eventually, the temperature sensors attached to the
supply and return for each zone will be used to verify whether a zone
circulator is running. They also will be used to calculate the actual
heat output into each zone.

The RRD database keeps historical data, which might have a number
of uses. Furthermore, RRD is designed specifically to record periodically
polled values. It has configurable provisions to validate data and to 
handle queries against invalid data appropriately.

Perl is an object-oriented language, and MisterHouse takes advan-
tage of that. Primarily, MisterHouse manages objects. The display 
elements, as well as programmed events and actions, all act on
objects. MisterHouse already has a variety of interesting objects, but 
I needed something equivalent to a heating zone, so I created an
HVAC_Zone object using an example object as a guide. My HVAC_Zones
have a setpoint and a delta property. The setpoint is the target tem-
perature for the zone, and the delta is the allowed deviation before
taking action. HVAC_Zone objects inherit from the MisterHouse
Generic_Item, so they appear in the UI under browse groups as well 
as in a few other places. Zones are created much like the X10 items
described above. They can be created in the same .mht file with 
X10 items or in their own .mht file. Other HVAC groups might be
North, Night and Vacation.

An example entry would be:

HVAC_ZONE,    H1,   master_bedrm,  All_HVAC|Thermostats,     72,  2,

This would create an HVAC_Zone object named master_bedrm in
groups All_HVAC and Thermostats, with a setpoint of 72 and a delta
of +/– 2º. A few minor alterations to the MisterHouse Web server
were necessary to create a Web control that is displayed for each
zone. I used the X10 Lamp item as a reference, as it already had a
drop-down as well as arrow buttons for relative changes.

Finally, I use a Perl script executed periodically by MisterHouse to
query the the current temperature of each DS1820 within each zone,
comparing it to the current setpoint/delta for that zone turning on the
appropriate X10 appliance module for that zone if the temperature

within the zone is more than the delta below the setpoint.
Currently, I repeatedly attempt to turn on the appropriate 
circulator so long as the temperature remains below the set
range, and I repeatedly turn off the circulator so long as the
temperature exceeds the set range. This provides limited fault
tolerance. Turning an appliance module off when it may be
off already or on when it may be on already accomplishes a
small degree of fault tolerance. Before the next heating sea-
son, I expect to have code to verify the state of the circulator
using the supply and return temperatures, as well as raise an
alarm if the temperature in a zone drops more than twice the
delta below the setpoint.�

Resources for this article: www.linuxjournal.com/article/
9193.

David Lynch is an underutilized software consultant engaged in sometimes fruitless attempts to
make a living developing embedded and systems software—usually under Linux. In another
life, he is an architect, and he currently keeps himself occupied when not randomly turning
lights on and off throughout the house or writing software for clients by building his own home.
Home automation combines his vocation of software with his interest in buildings, as well as
satisfies his urges for world domination—at least within his own home. Dave can be reached at
dhlii@dlasys.net and www.dlasys.net.

Figure 5. Browsing the All_HVAC group containing a single master bedroom zone—this
shows a simple Web thermostat control to increase, decrease or set the setpoint for each
HVAC_Zone object.

� F E AT U R E : R E G U L AT E  Y O U R  H E AT

http://www.linuxjournal.com
http://www.linuxjournal.com/article
mailto:dhlii@dlasys.net
http://www.dlasys.net


http://www.us.apachecon.com


5 8 | october 2006 www.l inux journa l .com

Do-It-
Yourself
Robots

with Linux
Linux-based robots are tricky to create,
but Michael Surran’s Robotics class found out
it can be done. MICHAEL SURRAN

R obots have been a passion

of mine since I was a child,

so imagine my excitement

when I was given the opportunity

to add a robotics class to our high

school’s computer curriculum! We

recently celebrated our second

year of offering robotics at Greater

Houlton Christian Academy

(GHCA), the school where I teach.

During this time, we’ve produced

three different robots, each based

on a PC running Linux. We work

with a tight budget, so we have 

to be creative in our design, use 

of materials and tools. This results 

in robots that any do-it-yourself

hobbyist can build.
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The first robot to roam the halls of GHCA is K9, a robot dog based 
on the British sci-fi show, Doctor Who. I created K9 myself as a way to
jump-start our Robotics program. K9’s main purpose is to “ooh and ahh”
students, hopefully encouraging an interest in the field of robotics. I used
common angle iron and 1/4 nuts and bolts to assemble K9’s “skeleton”,
much like an Erector Set from years gone by. In fact, K9’s head was built
using an Erector Set from 1971! Sheet metal provides the finished look 
for our class mascot.

The second robot was designed by students Aaron Bither and Brian
Thompson during our first year of offering robotics. At the beginning of each
school year, we start by defining a “problem” that we’d like to overcome,
and then we proceed to brainstorm how a machine can solve this problem,
what features it will need and so on.
Aaron and Brian decided to build a
robot that could deliver messages from
one classroom to another. They quickly
learned that what is simple for humans
is usually quite complex for robots. By
the end of the school year, they had a
robot that could be programmed to
navigate the hallway, but much was 
left undone. It was a learning experience 
for us all.

Our third robot, and the featured robot of this article, was designed by
students Jordan McGuire, Jeromy Nevers and Barrett Jewell. I am also part
of the team, contributing ideas and guiding the students, teaching them
through the hands-on process of design and construction. The problem
this group of students wanted to tackle is security, so they decided to
make a “sentry bot” that could patrol the hallways and scan for intruders.
Again, easier said than done.

A functioning, autonomous robot has three major components: the
mechanical systems, the electronic systems and the software. Design typi-
cally begins with the mechanics of the robot, and of particular interest is
the method of locomotion. There are many ways to make a robot move,
but our class adheres to the KISS principle—keep it simple, silly! For exam-
ple, we don’t build complex legs when wheels work just fine. In fact, all
three robots use ordinary lawn-mower wheels with various drive systems.

Our sentry bot uses a very simple tricycle design. To drive a robot’s
wheels, we use windshield-wiper motors. These motors can be purchased
on-line for less than $20 US or torn out of an old car for free. They run 
on 12VDC and provide very high torque at a nice rotation rate. Our sentry
bot uses two of these motors: one to drive the front wheel and the other
to turn the steering strut.

Once the means of locomotion has been chosen, it’s time to design the

frame. The frame needs to be strong but not too heavy, and it must
accommodate the drive system, any additional mechanical systems (such as
arms and sensors), the power source (we use a 12V garden tractor battery)
and the electronics. We decided on plywood for the sentry bot because it
is relatively inexpensive and easy to work with. We cut out the frame using
a simple jigsaw. One trick to reduce weight was to cut out sections of the
interior of the plywood frame—just don’t cut out too much or the frame
will become weak.

Our electronics systems consist of the main computer and interface
board that connects the computer to the drive system and sensors.
Although I would love to equip every robot with a low-power embedded
computer, our budget simply does not allow for this. However, we do have

access to a number of old Pentium desk-
top computers. Considering the process-
ing power of the Mars Rovers, a 200MHz
Pentium is more than enough for our
humble robot.

A big challenge in using old desktop
computers for robotics is the power con-
sumption. These motherboards draw a
lot of current. Another problem is the
voltages that the motherboard needs.
For the sake of time and money, we 

use a power inverter with the original AT power supply. This is easy to
do but not very efficient. Future robots will use components from old
laptops that are donated to us, which consume less power and can
run directly off the battery.

Interface boards are designed and built in class. The main purpose of
this component is to take the low-current outputs of the PC’s parallel port
and allow those outputs to power the motors. We use transistors and
relays to construct our control circuits, as well as a logic circuit to prevent
motor “twitching” during bootup. Our logic circuit also ensures that the
motors don’t exceed any limits, such as turning the steering strut too far
left or right. Inputs from sensors are routed through buffers before going
to the parallel port. Simple, but it works!

Of course, what you really want to learn about is the software and
operating system that run our robots. Yes, all three robots run Linux! In
the beginning, we experimented using DOS and QBasic. However, we were
quite limited in what we could do with DOS, so I started experimenting
with Linux using K9 the robot dog.

When K9 was built, we used the Mandrake Linux distribution at our
school. Mandrake offered a minimum installation option, which was
enough for the simple demands of our robots. Since then, however, our
school has switched over to Gentoo Linux, and thus our sentry bot actually
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Figure 1. K9 was the first robot built at GHCA. Figure 2. The Sentry Bot

Considering the processing
power of the Mars Rovers, a
200MHz Pentium is more than
enough for our humble robot.
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runs on Gentoo. Maybe some of you are thinking that Gentoo is overkill
for a simple robot. Maybe, maybe not.

I personally find that installing Gentoo is faster than installing most
other distributions, maybe because I’ve done it so many times. A bare sys-
tem (stage 3) install of Gentoo is relatively small, at least compared to the
storage available on the robot’s hard drive. However, Gentoo’s biggest offer-
ing is the ability to add and update the software our robot needs quickly
and easily, all compiled to make our old hardware run as fast as possible.

In case you are wondering how useful it is to compile software on an
old Pentium system, know that our sentry bot has network access to our
computer lab. Using distcc, a distributing compiler, our bot has the pro-
cessing power of 20 Athlon 1500+ processors and more than 7GB of RAM
at its disposal for compiling new software. Trust me, sentry bot can com-
pile source code pretty quickly.

Gentoo Linux comes with another plus—it is very Python-centric (due
to the Portage system). Our school offers a class to all 8th graders where
they use Python to learn the basic concepts of programming. This provides
a natural stepping stone for students who later want to take our Robotics
class. Python is both simple and powerful, and although it is an interpreted
language, it runs plenty fast for the simple needs of our robots. We use
some C to interface Python to the parallel port, as well as to deal with
time-critical operations, such as drift corrections. However, most of our
code is in Python. This allows the students to make changes quickly and
see immediate results in the robot’s behavior. Because our computer lab is
Linux-based, students easily can access the robot using SSH and KDE’s fish
from their workstations.

Controlling the motors using Linux and Python isn’t difficult. The
real challenge lies in the implementation of awareness, both of the
environment and the robot’s internal conditions. For example, a simple
program coupled with a few electronic components can turn on the
main drive motor for ten seconds, propelling the robot forward. But
what’s to stop the robot from drifting to the left or the right, or from
running into a wall or person? Although the robot easily can track its
progress based on time (driving ten seconds forward), the speed of the
motor varies with battery charge and friction. To tell the robot to go
forward exactly 50cm requires something a bit more complicated; it
requires a feedback loop.

Most robots use motors with encoders of some sort to act as a digital
“odometer”. These encoders can be built using simple IR emitter/receiver
pairs and a disk with holes in it. In fact, old-style computer mice work
using this very principle. This got me thinking—instead of building a fancy
encoder circuit and interface to the computer, followed by the software
needed to read the encoder, why not use a simple device that provides 
the same information in a very computer-friendly format? Hence the
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“invention” of the optical mouse encoder.
Like everything else about our robot, our optical mouse encoder is 

simple yet effective. We took a mouse pad, cut out a circle and glued it to
the main drive wheel. We then mounted an optical mouse to the steering
strut so that the mouse rests over the circular mouse pad. As the wheel
turns, the mouse pad rotates beneath the mouse, which sends very precise
positioning data to the computer. This movement easily can be read by
opening and reading from the /dev/psaux or equivalent device file. Optical
mice provide a high resolution with great accuracy, so with the proper 
conversions, we can track our robot’s movement down to a fraction of a
centimeter. Knowing how far it has traveled, the robot can know where 
it is on a preprogrammed map, assuming it hasn’t been picked up and
moved and that there is no drift or wheel slipping.

Of course, drift and wheel slipping do occur, and maps can’t predict
moved furniture, people or bookbags. The robot needs a way to detect its
environment, and to do this we are using sonar and bump sensors.
Typically, sonar is neither cheap nor simple, but it just so happens that I
had recently “won” a car parking assistant at a Christmas party Yankee
swap. This device uses sonar and has three lights to tell drivers how far to
back up their cars as they pull into the garage. Well, you can’t beat free,
and although this device does not measure distance in the traditional
sense, it was a working sonar that can detect objects that are close (yellow
light) and really close (red light). By wiring the yellow and red LEDs to our
parallel port’s input lines, our robot can detect objects as it approaches
them and take action, such as stop or turn. The sonar emitter is mounted
on the front wheel strut, so the sonar is always “looking” in the direction
the robot is heading.

Even though we’ve tried to keep things simple, we still have much work
to do. Our students are looking forward to the coming school year when
they can continue working with the physical platform they’ve constructed.
With the majority of the hardware in place, our focus will turn to the soft-
ware. One challenge we’ve already run into is making sure the robot is
going perfectly straight and not drifting to the left or right. Although it may
be possible to design the hardware to lock the front wheel pointing exactly
forward, there is still the issue of drift due to friction differences at each
wheel. To solve this problem, we’re turning to software.

Instead of measuring the rotation rate of the single front wheel per our
current design, we recently experimented by attaching two optical mice to
measure the two rear wheels. Linux provides a separate device file for each
mouse, allowing us to track both rear wheels independently and compare
them. By measuring differences in rotation rate, we can use software to
adjust the steering motor until the robot is going perfectly straight. This
also will let us precisely calculate the robot’s heading as it makes turns or 
is affected by drift and wheel slippage. Couple this with external sensors,

and we will have a robot that can know exactly where it is in our building.
High school student Jordan McGuire has written software that allows

the robot to correct its internal position based on sonar readings of known
boundaries, such as walls. Similar techniques can be used to detect objects
that “don’t belong”, and then use other sensors, such as heat and motion,
to detect a possible intruder during times when the building should be
empty. With Linux, it is simple to add a Webcam that can capture and
send the images of an intruder via a wireless network. A sentry bot’s best
weapon is its camera.

With Linux as our operating system, we can expand the capabilities 
of the robot well beyond the original “mission” given it. We’ve even 
discussed adding a GPS receiver and programming the robot to fetch 
us milkshakes from the local ice cream stand. Okay, maybe that’s a little
far-fetched, but it is good to dream big!

Speaking of dreams and future designs, as the Robotics program
matures and students are introduced to robotics at a younger age, I plan
to bring in more advanced concepts. We will still work to keep it simple,
but there definitely are better ways to do some of the things we are cur-
rently doing. For example, the power requirements of a desktop PC are
unrealistic for a battery-powered robot. Laptop components will be a great
improvement, but if money were no object, embedded computers would
be the way to go. A recent donation has purchased a TS-7260 ARM
computer board for K9 that requires less than a watt of power to run.
This Linux-based board has a number of I/O ports that are better suited
for interfacing to the various motors, servos and sensors of a robot when
compared to a PC’s parallel port. The other inefficiency our simple
approach introduces is the burden of a central PC managing minute yet
very time-sensitive tasks, like speed control of the main drive motors. I’m
currently redesigning K9’s controller board to use simple microcontrollers to
unload the low-level tasks from the CPU. Although our class may not be
ready to tackle microcontrollers just yet, they definitely will be introduced
to the concept and get to see the results.

I realize this article doesn’t give step-by-step instructions on how to
build a DIY robot. There are many good books and informative Web sites
on that topic. My goal is to share what can be done with inexpensive,
easy-to-obtain parts and our favorite operating system. Linux is loved by
tinkerers and hobbyists, and an exciting and challenging extension to this
line of tinkering is to add motors and sensors and autonomy. Like peanut
butter and jelly, Linux and robotics are a perfect combination!�

Michael Surran has been the network administrator and computer science teacher at Greater Houlton
Christian Academy for the last seven years. He has published two articles advocating the use of open-source
software in K–12 schools. Outside his life of computers, he enjoys the great outdoors of Maine. Comments can
be sent to michael@ghca.com.
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Building 
a Digital   
Lifestyle 
with

Open-Source
Technology

Mike Diehl gives an overview of the 
hardware and software he used to create 
a magnificent home digital lifestyle.

MIKE DIEHL

OVER THE YEARS, I’ve enjoyed the benefits of a lot of technology in my home. (Translation: nerds have all the cool
toys!) Even though I have friends and family that don’t have Internet access, I often marvel at the conveniences
afforded by modern technology, much of it open source.

A few years ago, we ran network cable throughout the house, enabling us to access the intranet, as well as the
Internet from any room in the house. Aside from being cooped up in the hot, dusty attic for hours at a time, it
really wasn’t as hard as you might think. Once we had ubiquitous network access, it only made sense to configure
some services for use by the family. First, I set up Samba so that my wife and I could have a common place to
store family documents, pictures and music. This way, my wife can use her Windows workstation to access our
files, and I can use my Gentoo Linux workstation via NFS and “it just works”.

Eventually, we set up an Apache Web server to serve up Web pages. I’ve got it configured to serve an intranet
Web page, which is just a bunch of commonly accessed hyperlinks, and a different set of Web pages to visitors
from the Internet, where I try to promote various side businesses.

[ FEATURE ]
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Of course, I run my own e-mail server, exim for SMTP and
Courier IMAP. I use dyndns to provide my server with a Fully
Qualified Domain Name (FQDN) that is accessible from the
Internet. This way, my e-mail and Web addresses don’t
change, even if I change Internet providers.

MythTV has got to be the neatest toy I’ve ever come
across. MythTV is a digital video recorder, DVR, that runs
under Linux. Basically, to build a MythTV box, you start with
a standard Linux box, add a video capture/tuner card, a video
card with S-Video or composite outputs and a whole lot of
hard drive space. What you end up with is TiVo on steroids.
With MythTV, members of the family can choose TV shows
that interest them from a variety of different menus, sched-
ule when and how they are to be recorded and watch what
they want, when they want. The system can even record 
programs into particular groups. This way, my kids’ shows
get recorded into the “Kids” recording group, and my boys
know how to use the remote control that came with the
tuner card to navigate to their recording group to watch the
shows that we recorded for them. The kids don’t have to
wait until Saturday morning to watch cartoons and educa-
tional programs, and we don’t have to worry about them
stumbling upon programs that aren’t appropriate for them.
MythTV downloads the local TV schedule over the Internet,
automatically—all this with the added bonus that MythTV
allows us to skip commercials. Not only can I skip commer-
cials, but I also can increase the playback speed. By skipping
commercials and setting the playback speed to 150%, I can
watch a 30-minute newscast in 15 minutes or less.

But MythTV goes beyond simple DVR functionality—way
beyond. We use the MythMusic module to play our CDs and

MP3s. All of our family pictures are on the computer, so we
can view them on the TV using the MythImages module. My
kids get a kick out of seeing themselves and people they
know on TV. The MythVideo module allows us to watch .avi
and .mpg video files that we download from the Internet.
When you consider that MythTV includes a Weather, Games,
News and DVD module, you start to see that MythTV is an
all-around entertainment system.

Thanks to Vonage and their annoying commercials,
almost everyone has heard of Voice over IP (VoIP). Most 
people know that you can use your computer and VoIP to
talk to other people over the Internet for free. Some people
know that you can use VoIP to talk to other people using
regular telephones. But even fewer people know how easy
this is to set up with an open-source software package called
Asterisk. Asterisk is an all-inclusive telephony toolbox, which
is just a fancy way of saying that anything you want to do
with respect to telephones and phone calling, you can do
with Asterisk.

At our house, Asterisk handles all incoming and outgoing
calls and replaces the caller ID boxes and answering
machines that we used to have scattered throughout the
house. But our Asterisk installation goes beyond mere
answering-machine functionality. It also screens our calls, 
preventing virtually any telemarketer from bothering us.
When calls come in, the computer checks to see whether
valid caller ID information is available. If it’s not, the computer
picks up the call and asks callers to enter their phone num-
bers. If they don’t, the system hangs up on them. Once a
valid caller ID has been received, the caller is presented with
an answering machine greeting. The system is smart enough
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Linux box, 
add a video
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to greet our friends, family and coworkers by name. The greeting
informs callers that they must press the # key in order to reach us; other-
wise, they can press the * key or wait 15 seconds to be sent to voice mail.
While this is going on, the computer displays the caller ID on the MythTV
and announces the caller’s name on the server’s speakers. All this happens
before our phones even begin to ring!

Since we installed the system, we’ve not had a single telemarketer
bother to press the # key to talk to us. Also, many of the people who call
us simply want to leave a message anyway, such as our dentist’s office 
confirming an appointment.

We gained several features that would have cost us extra from our old
phone company. Call waiting allows us to answer an incoming phone call
even when we’re already on the phone. The do-not-disturb feature allows
us to tell the Asterisk system simply to send callers to voice mail, so we can
enjoy some time at home without being interrupted by a ringing phone.
Of course, we’re able to access our voice mail remotely, either through the
telephone network, or via e-mail. I even get paged when someone leaves
us a new voice-mail message.

Because the people I work for are gracious enough to allow me to
work from home on occasion, I tend to be on the phone quite a bit. The
Asterisk system lets me have a separate virtual phone line in the office.
Thus, I’m able to be on the phone without tying up the
regular home phone. My wife can use the phone any time
she needs to, even though I may be on the phone all day
long taking care of business.

Asterisk and VoIP give us a lot of flexibility as to how
we use our phone system. We can use a VoIP phone such
as a Cisco 7960, or we can use one of the many soft
phones like X-Ten. Because Asterisk supports all of the
major VoIP protocols such as SIP, H.323, MGCP, Skinny
and IAX2, our options are virtually limitless. We also have
the option of installing an Analog Telephone Adapter
(ATA), which allows us to use our existing telephones and
telephone wiring. But one of the best features of our VoIP
system is that it’s a lot cheaper than our old PSTN phone
line. When we were with Qwest, we had an unlisted
phone number and caller ID, which cost us $40 US each
month including long distance. Because I’m able to buy
VoIP phone service wholesale and add call features such
as voice mail, our last phone bill was about $15 US for
the same or more phone usage.

Of course, all of these services place a high demand
on disk storage. It’s not enough simply to buy a bunch of
hard drives. You have to have some mechanism of orga-
nizing them in a meaningful fashion. Because I have more
than one terabyte of disk storage, I use the Enterprise
Volume Management System (EVMS) to manage my hard
drive space. Though I could have opted for any conceiv-
able RAID configuration, I opted for a simple linear drive append configu-
ration. This essentially amounts to being able to add up the storage of all
of the installed 200–320GB drives and present them as one large drive on
which I can put one or more filesystems. More important, EVMS gives me
the flexibility to move data from one physical disk to another without hav-
ing to move it from one filesystem to another. I essentially have four physi-
cal hard drives that combine logically to create one very large, virtual hard
drive. Drives /dev/hdb1, /dev/hdc1, /dev/hdd1 and /dev/hda4 combine to
form /dev/evms/media, which contains a single 750GB filesystem.

This feature came to my rescue recently. A couple weeks ago, I started
seeing hard drive I/O errors from one of the “middle” drives in my system
log. In most cases, this would be bad news. But because I caught the
problem early and was running EVMS, I was able to buy a new hard drive
and get it installed in the server. Then, I was able to use the EVMS man-
agement utility to migrate the data off of the failing drive and onto the
new drive, without having to change the overlying filesystem. I simply
unmounted the filesystem, added the new drive to the logical volume and
migrated the data off the failing hard drive. When it was finished, I simply
remounted the filesystem with little or no loss of data. So by using the
same principle, I plan on being able to retire older drives and replace them
with newer drives, without having to mess with the usual backup and

restore cycle. The volume manager simply will move the data from the old
drive to the new drive transparently.

But what happens when the day comes when I want to replace an aging
200GB drive with a new 400GB drive, but I don’t have any empty drive
slots? Obviously, I’m not going to be able to do a backup and restore on
750GB of data! Well, this won’t be a problem because of a native Linux 
protocol called ATA over Ethernet, or ATAoE. Using EVMS, ATAoE and an
open-source package called Vblade, I’ll be able to install a new drive in my
desktop computer and access it natively on my server computer. EVMS will
see the “remote” hard drive as a locally installed drive and allow me to
migrate data to it over the network. Once the migration is complete, I simply
will remove the old drive and install the new drive into the server. When I
reboot the server, it will be as though the new drive had always been there.

As many, if not most, of my friends also have home-based networks, it
seemed like it might be fun to try to connect them all together. Because
most of my friends have dynamic IP addresses and some of them use sys-
tems other than Linux as their Internet routers, IPv6 was out of the ques-
tion. Instead, I use the open-source package, OpenVPN, to connect my
friends’ networks. Setting up a VPN connection between my friends’ net-
works gives us all transparent access to each other’s computers, even com-
puters behind NAT firewalls. Ubiquitous access to each other’s networks and

computers allows us to do private file and resource sharing.
Using a program called Unison, we’re able to keep a syn-
chronized archive of family pictures as well as encrypted
backups of each other’s financial documents. Because of
the dynamic nature of such a network of networks, we use
the open-source package Quagga, which uses OSPF and
RIP to manage the routes between the various networks.
So far, this effort has been more of a learning experience
than a practical benefit, but we’re still working on it.

After spending so much time getting these toys and
gadgets working, it’s time to start working on some practi-
cal tools. For one thing, we’re drowning in spam. I’ve got
the Exim mail server configured to drop incoming e-mail
into folders based on address and subject. This has worked
pretty well at reducing the amount of time I spend reading
e-mail. I can delete entire folders that don’t interest me.
However, it’s clear that I need to do more. I’m considering
configuring SpamAssassin to triage incoming e-mail mes-
sages. SpamAssassin performs a series of tests on a given
e-mail message to determine how likely it is to be spam.
Each message is given a score. The higher the score, the
more likely the message is spam. Those messages that
SpamAssassin deems to be probable spam will then be
routed to TMDA for ultimate verification.

TMDA implements what’s known as a challenge/response
mechanism for authenticating e-mail. Essentially, for 
any message that TMDA handles, TMDA sends a reply

message to the original sender. This is the challenge part of what
TMDA does. If senders are non-spammers, it’s likely they will reply to
the challenge message. This is the response part. When TMDA receives
a response to a given challenge, it arranges for the original e-mail mes-
sage to be delivered. The theory is that most spammers won’t reply to
the challenge, so TMDA won’t deliver the spam message. Eventually,
the spam will be expired and deleted, having never been delivered. The
only problem with TMDA as the sole spam filtering mechanism is that
some people don’t want to be bothered by challenge messages. That is
why I intend to run the messages through SpamAssassin first. This way,
only spammy messages will be challenged.

I’ve tried to outline in this article some of the really neat technology
available in the open-source arena. Hopefully, you’ve read about some-
thing that you didn’t know about before. Now, I’m off to try to figure
out why my VCR keeps flashing 12:00. Oh well.�

Resources for this article: www.linuxjournal.com/article/9192.

Mike Diehl works for SAIC at Sandia National Laboratories in Albuquerque, New Mexico, where he writes
network management software. Mike lives with his wife and two small boys and can be reached via e-mail
at mdiehl@diehlnet.com.
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Manage Your 
Photos with

F-Spot
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F-Spot hits the ease-spot to provide photo management for all.

DANIEL BARTHOLOMEW
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During the past several years, my wife and I have been trying to organize
our ever-increasing collection of digital photographs. First, lacking a digi-
tal camera, all we had to do was organize the photos we had scanned.
Because scanning was a tedious process, we scanned only the photos we
felt were the most important—births, weddings and other life events.
This kept the numbers low and manageable. However, once we pur-
chased our first digital camera, our collection of digital photographs
quickly grew out of control. With an effectively infinite supply of “film”
we suddenly found ourselves “needing” to record each and
every moment of our children’s lives.

For a long time, the organizational method (if you could
call it that) was to take photos until the memory card on the
camera was full and then pull them off of the camera and
shove them into a folder with a name corresponding to the
current date. This was less than ideal, especially because
with a large memory card, we could take several hundred
photos during a period of a few weeks before it filled up
and became necessary to transfer them.

We also had no way to find, say, all of the photos of a
particular child easily. Other than knowing when the photos
were copied off of the camera, the photo collection was an
unorganized mess. Thankfully, F-Spot came to our rescue in
a big way.

F-Spot is a photo management application for the
GNOME desktop. It is one of a growing number of Linux
applications built upon Mono, the open-source implementa-
tion of Microsoft’s .NET platform.

The F-Spot program is available in the package reposito-
ries of most Linux distributions, including Fedora, Ubuntu,
SUSE, Debian and others—basically any distribution that
comes with a recent version of GNOME. Therefore, as a first
stop, check your distribution’s package repositories. Or, if
you’re a command-line person, you can install F-Spot as
easily as typing apt-get install f-spot for Debian and

its derivations, such as Ubuntu.
If installing from source is your only option, you can download the

source from the F-Spot Web site (see the on-line Resources). F-Spot
requires that you have the GNOME development libraries, Mono,
SQLite, libgphoto2 and a few other libraries installed and configured 
on your system as specified in the README in the tar.bz2 source file.
Once the prerequisites are taken care of, installing it is a simple
./configure; make; make install; three-step process.

www. l inux journa l .com october 2006 | 6 9

Figure 1. The F-Spot Interface

Figure 2. Importing Photos into F-Spot
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After installing F-Spot, the first task is importing existing photos.
Choose import from the File menu and then Select Folder from the
Import Source drop-down menu. This brings up a file selection dialog.
Navigate to the folder where you have been keeping all of your 
photos, and click Open.

After you choose a folder from which to import, F-Spot searches
through the folder and loads thumbnails of the photos it finds. Then,
select the Copy file to the Photos folder and Include subdirectories check
boxes, and click Import. In my case, at this point I sat back and watched as
F-Spot imported and organized several years’ worth of photos.

Importing from a digital camera is likewise a very easy process.
Simply connect the camera to your computer, and choose the camera
from the Import Source drop-down menu. F-Spot recognizes most 
digital cameras automatically.

F-Spot organizes your pictures in a folder in your home directory
called Photos. It subdivides that folder into a folder for each year, and
those folders have subfolders for each month and then another for

7 0 | october 2006 www.l inux journa l .com

Figure 3. Importing Photos from My Digital Camera

Figure 5. The F-Spot Metadata Browser

Figure 4. Copying Photos from My Digital Camera
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each day. The program figures out the appropriate dates by reading
the EXIF metadata from the photos themselves. As long as the clock
on your digital camera is set correctly when you take photos, F-Spot
files it correctly.

Digital cameras record all sorts of information in the picture files they
create, such as the f-stop used, whether the flash fired, the manufacturer
and camera model, the exposure time and much more. You can use the
Metadata Browser, found in the View menu, to look at this information. 
It is not editable, but it is interesting to look at, especially if you are a
photography enthusiast.

If the metadata is missing for whatever reason, F-Spot sets the
date using the creation date stamp on the file, which is usually not
accurate. F-Spot can add the date metadata to the picture files that
don’t have it. This came in handy for us especially with the the 35mm
photos that we have scanned over the years, which did not have any
metadata associated with them. I also found several photos that,
although most of the metadata was intact, had incorrect dates associ-
ated with them, probably due to an incorrectly set clock on the digital
camera that took the picture.

Fixing the date is easy; simply choose Adjust Time from the Edit menu.
This brings up a dialog for adjusting the date down to the second (if that’s
what you want). You also can select a group of photos, say, from a party,
and have F-Spot space them five or ten minutes apart automatically (or
however many minutes apart you choose), which ensures that they stay
in the proper sequence.

Once you organize your photos more or less by date, you may want to
tag them. Tags in F-Spot work like an extra layer of organization on top of
the physical time-based scheme. F-Spot comes with a fairly generic set of
tags: Favorites, Hidden, People, Places and Events. I added tags for each of
my children, and also tags for clipart, landscape photos, desktop wallpa-
pers and so on.

Tags can be nested as well. For example, all of the tags for my children
are nested under a Family tag, and my Wallpapers tag is subdivided into
Abstract, Landscape and Other.

Photos also can have more than one tag associated with them, 
so for photos with more than one child in them, I simply tagged 
them with every child in the photo. You can add tags by dragging the

appropriate tag to the photo or by dragging the photo and dropping
it on the appropriate tag. To save time, you also can do this with 
several photos selected.

After tagging all of my photos, I can easily view only the photos I
want, such as landscape desktop wallpapers, by selecting the check box
next to the Landscape tag. If instead I want to look at all of my wallpapers, 
I simply check the parent Wallpapers tag.
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Figure 6. F-Spot makes it easy to adjust the time.

Figure 7. The F-Spot Preferences Dialog
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The tagging feature also comes in handy with another of F-Spot’s
useful tricks. It can function as your desktop screensaver. Enable this
mode via the F-Spot preferences dialog under the Edit menu. From the
preferences window, choose which tags to pull photos from. The
screensaver itself is nothing fancy; it is just F-Spot’s Slideshow mode,
which crossfades between the photos—no panning or zooming here—
but at least, thanks to specifying the tag, you are guaranteed F-Spot
displays only the photos you’ve chosen.

The preferences window has only one other function: to enable 
or disable the writing of metadata back to the image formats that
support metadata.

In addition to serving as a screensaver, F-Spot has other neat GNOME
desktop integration tricks. For example, to select a photo (or photos) to e-
mail to someone, choose Send Email from the File menu, and F-Spot opens
a new Evolution compose window with the images already attached. You
then can compose your message and send it without having to launch the
complete Evolution application.

Apart from desktop and e-mail integration, F-Spot also can interface
with the Flickr Web site. Flickr is a photo storage and sharing Web site
owned by Yahoo. Access this option from the Export submenu of the File
menu. F-Spot takes you through a brief setup process the first time you
use it and from then on it remembers you.

Uploading a large amount of photos to Flickr can take a long time, so

it is best to upload in small batches. Slowness aside, uploading to Flickr is
fairly painless and much easier than uploading the photos manually.

You also can export your photos to a folder on your computer—as a
basic but attractive photo album Web site, or simply as a folder of photos.

If you are looking for a simple way to back up your photos, you can
export directly to a CD. The CD-burning feature uses GNOME’s built-in CD
burning facilities—another GNOME integration trick.

Like most photo management applications, F-Spot includes several
basic photo editing controls. Enter editing mode by double-clicking
the photo you want to edit or by selecting it and then clicking on 
the Edit Photo button on the tool bar. The editing features are basic,
but very serviceable. Photo rotation, red-eye removal and cropping 
to various standard or nonstandard photo sizes are all easy to do, 
as is converting photos to black and white or sepia tone. The color
adjustment window lets you tweak the exposure, saturation, bright-
ness, hue, contrast, temperature and tint of your photos to your
heart’s content.

If you find yourself needing more editing power, right-click on an
image and open it in The GIMP. F-Spot will even suggest that it create 
a new version of the photo to protect the original version.

In fact, if you change your mind about any of the edits you have
made, you easily can revert back to the original version of the photo
that existed when it was first imported into F-Spot. F-Spot does this by
implementing a simple versioning scheme to protect the original and
subsequent copies of the picture. Any time you make an edit, it does
so on a copy, and you can create a new version of a photo manually
at any time to tinker with it and not worry about irretrievably damag-
ing the original or any prior version.

For all of its good points, F-Spot is not perfect. At the time of 
this writing, it is at version 0.1.11, and the application feels less than
polished in a few areas.

Tag searching is one such area. As explained earlier, you search by
tags by selecting the appropriate check box. It would make sense that
by doing this on several tags, you could narrow your search to only
those photos that are associated with all of the tags—sort of like what
Google and other search engines do with keywords when I am looking
for something on-line. Instead, F-Spot broadens your search to include
all photos that have any of the tags. This can be useful in certain situ-
ations, but without a way to alternate between searching on all or any
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Figure 8. Exporting Photos to Flickr

Figure 9. Uploading to Flickr can take a while.

Figure 10. My Photos Uploaded to Flickr
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of the selected tags, the search feature is, in my mind, broken.
Another annoyance is F-Spot’s Gallery integration—it does not

work, at least, not with the latest versions of each as I write this.
Gallery is an open-source set of PHP scripts that you can use to add 
a photo gallery to your Web site. The integration with Flickr is nice,
and it works well, but I’m not a Flickr user. I do like and use Gallery
though, so the broken Gallery support in F-Spot was a let down.
Hopefully, this is a temporary problem that will be fixed by the time
you read this.

CD burning is another area that could be improved. It works, and
works well, but not if you use 650MB or 700MB CD-R or CD-RW discs
or, apparently, recordable DVDs. If you have only a couple hundred
megabytes of photos to back up or 3GB, the disc images F-Spot creates
are sized for 800MB CD-R and CD-RW discs only. There should be a way
to choose what size media you intend to use and have F-Spot create its
ISO images accordingly.

Finally, it would be nice if some of the photo editing features were a
little easier to use. I can tweak the exposure, saturation, brightness, hue,
contrast, temperature and tint of my photos, but I usually end up making
my photos look worse, not better. Some automated “enhance photo”
scripts would be nice or even something as simple as an “auto-levels”
feature, such as you can find in The GIMP.

Despite these annoyances, F-Spot is off to a great start. It has not been
around very long, and it already is one of the better Linux photo manage-
ment programs. The GNOME integration and list of features already put 
it head and shoulders above gThumb, my previous choice for photo
management in GNOME. As more developers add their support to Mono
and its growing list of applications, F-Spot can only get better and better.

In the end, F-Spot became my photo manager of choice because it
has brought order and sanity to my ever-growing collection of family
snapshots. If you’re a GNOME user, or curious about Mono, you owe
it to yourself to give F-Spot a try.�

Resources for this article: www.linuxjournal.com/article/9191.

Daniel Bartholomew has been using computers since the early 1980s when his parents purchased an Apple
IIe. After stints on Mac and Windows machines, he discovered Linux in 1996 and has been using various
distributions ever since. He lives with his wife and children in North Carolina.

Figure 12. The F-Spot Color Adjustment Window
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Figure 11. The F-Spot Editing Controls
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The impact of H.264 on the world of digital video compression is
growing. Companies such as Apple are already switching wholeheart-
edly to it. As part of the MPEG-4 standard (part 10), H.264 is now a
part of both the HD-DVD and Blu-ray specifications for high-definition
DVD. And for good reason—H.264 can encode video using very low
bitrates while maintaining an incredibly high perceived quality.

Of particular interest are the low-bitrate possibilities this video
codec provides. Luckily for those who run Linux, the H.264 codec (also
known as the Advanced Video Codec, or AVC) has a successful and
effective open-source implementation known as x264. In fact, the
x264 Project won the Doom9 2005 codec comparison test (see the 
on-line Resources). x264 continues to make progress and improvements,
and it remains an active project. So let’s take advantage of what it
offers us: an extremely high-quality AVC encoding tool that can be
used right away for DVD and home movie backups, to create video
clips for streaming over the Web or simply for experimenting with
the latest video encoding technology.

The balance of this article focuses on the basic steps involved in
creating standard .mp4 files that contain H.264 video coupled with
AAC audio (Advanced Audio Codec, also an MPEG standard). The
vagaries and subtle corners of hard-core video encoding are beyond
the scope of this discussion. But hopefully, this introduction will
encourage you to explore the topic further.

Because both AVC and AAC are now MPEG standards, it stands to
reason that many tools (commercial and otherwise) are already avail-
able that support it. For example, Apple’s QuickTime natively supports
the video files we will be creating. And, MPlayer, the well-known and
successful open-source media player, also supports .mp4 playback.

Getting Started
Creating a standards-compliant video file involves three basic
steps: the creation of the encoded video, the creation of the
encoded audio and the combination of those two things. Here 
are the software tools we need:

� MPlayer (includes mencoder, cvs version 060109 or higher)

� faac 1.24 or higher

� MP4Box (part of gpac 0.4.0 or higher)

� x264 (compiled with gpac support)

Our goal is to produce a low-bitrate video file suitable for posting
on the Web. It will be a small file, but the quality will be exceptional
compared with a higher-bitrate XviD encoding. Our source video will
be a home movie clip called max.dv, which is a nine-second raw DV
file captured directly from a digital video camera.

Let’s process the audio first, as it is a pretty straightforward
operation. The idea is first to have MPlayer dump the raw pcm

audio directly from our video source:

mplayer -ao pcm -vc null -vo null max.dv

This produces a file called audiodump.wav. The video portion of
the source file is ignored. Now, encode this wave file to AAC:

faac --mpeg-vers 4 audiodump.wav

The --mpeg-vers parameter specifies the MPEG version. We
now have the audio portion of our work finished and can listen 
to audiodump.aac by playing it with MPlayer.

When it comes to encoding the video, we are faced with several
options. The highest quality encodes can be made only by using multiple
passes. We actually process the source video twice (or more) in order to
allow the encoder to pick the best possible distribution of bits across the
destination file. Using multiple passes also enables us to pinpoint the
bitrate and resulting file size of the output. However, encoding with an
AVC encoder, such as x264, is very processor-intensive and thus can run
pretty slowly, so we may not want to sit through a lengthy multipass
encoding. Instead, we could run the encoding with one pass. This still will
produce outstanding results, but never as good as a multipass encode.
We also give up the possibility of targeting the resulting file size and
bitrate. It all depends on what is most important to you, time or quality.

Fortunately, x264 provides a good middle ground. An option exists
to specify a Constant Rate Factor (or Constant Quality), which instructs
x264 to take into account the differences between high- and low-
motion scenes. Because your eye loses details in high-motion scenes
anyway, x264 uses fewer bits in those spots so that it can allocate
them elsewhere, resulting in a much improved overall visual quality.
This mode allows the highest quality possible without using multiple
passes, which is a great time saver. The cost in using this mode, how-
ever, is in giving up the ability to determine the final file size and
bitrate. Although this is possible with multiple passes, we would be
forced to double the encoding time. So for our example, let’s stick with
one pass, utilizing the Constant Rate Factor feature (--crf) for greatly
improved quality. Good values of the Constant Rate Factor range
between approximately 18 and 26 (where a lower value produces
higher quality but larger file sizes). Your needs in terms of size vs. time
vs. quality may be different, however. If so, you should investigate
multipass mode further to gain more control.

The x264 encoder accepts only raw YUV 4:2:0 input. To do this,
simply pipe the output of mencoder directly into x264:

mkfifo tmp.fifo.yuv

mencoder -vf format=i420 -nosound -ovc raw -of rawvideo \

-ofps 23.976 -o tmp.fifo.yuv max.dv 2>&1 > /dev/null &

x264 -o max-video.mp4 --fps 23.976 --crf 26 --progress \

tmp.fifo.yuv 720x480

rm tmp.fifo.yuv

Advanced Video 
Coding on Linux
Use H.264 to create high-quality, low-bitrate digital video with currently available tools on Linux.
DAVE BERTON
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As you can see, we must specify the framerate (--fps); otherwise
x264 will not know what is being fed into it. Do this similarly for the
width and height of the incoming raw video. Encoding in this way
enables the x264 default encoding parameters, which are quite good,
but we can make a few improvements. In particular, we can make gen-
eral improvements to some of the encoding strategies it uses without
sacrificing too much in the way of extra encoding time. The number
and variability of the parameters you can feed into x264 is great, and
they are all geared toward improving the quality of the resulting out-
put in some way. However, some options are more expensive, time-
and processor-wise, than others. And, some options can sacrifice
compatibility with certain media players, notably QuickTime. In
order to remain compatible with the existing install base of
QuickTime users, we need to keep a few things in mind.

QuickTime and H.264
It is nice that QuickTime 7 supports H.264-encoded video. Apple itself
encodes all of its movie trailers on-line using H.264. Although this
is good, and fosters the adoption of this codec, the QuickTime
implementation has some limitations, most notably with B-Frames
and Profile support. We need a short detour to explain what this
means for our encoding project.

The MPEG standard for H.264 includes a number of profiles, such
as Baseline, Main, Extended and High. These profiles delineate different
technical capabilities that a decoder may need to possess. As its name
suggests, the Baseline profile is the simplest and least-demanding pro-
file, and Main, Extended and High require more processing power and
the interpretation of more technical features in order to decode prop-
erly. QuickTime 7 supports Baseline and parts of the Main profiles;
however, it chokes on features of the Extended and High profiles.

B-Frames are a type of storage format for digital video. These types
of frames reference information from other previously decoded frames
in order for the decoder to do its job properly, which is to decode the
video. B-Frames are interleaved amongst other frame types known as 
I-Frames and P-Frames. It’s a technical detail, but the QuickTime 7
H.264 decoder can support only up to two B-Frames, no more. This
is unfortunate, because using more B-Frames would let us increase
quality under some circumstances.

To remain QuickTime-compatible, we need to keep these limita-
tions in mind. However, the quality of our low-bitrate encoding will not
really suffer that much, even with these limitations. And, we can
enable a few additional options to improve things quite a bit. The first
is the subpixel motion estimation (--subme) size, which controls the
precision of motion estimation calculations used by x264 during the
encoding process. By increasing this to 6, the maximum, we gain a lot
of visual quality at the cost of some additional encoding time, but it is
worth it. We also can configure how x264 analyzes frames to perform
better motion estimation (--analyse), which leads to higher-quality
encodes. Note that some types of analysis are for High profile encod-
ings only, such as 8x8 DCT, which are not supported by QuickTime, so
we avoid those settings. We also can disable PSNR calculations (--no-psnr)
to buy back a little speed during the encode. PSNR is simply a quality
measurement and has no effect on the actual encoding quality.

Putting all this together, we can now output a high-quality,
low-bitrate, QuickTime-compatible and standards-compliant video
encoding using H.264:

mkfifo tmp.fifo.yuv

mencoder -vf format=i420 -nosound -ovc raw -of \

rawvideo -ofps 23.976 -o tmp.fifo.yuv \

max.dv 2>&1 > /dev/null &

x264 -o max-video.mp4 --fps 23.976 --bframes 2 \

--progress --crf 26 --subme 6 --analyse \

p8x8,b8x8,i4x4,p4x4 --no-psnr tmp.fifo.yuv 720x480

rm tmp.fifo.yuv

We can make further improvements. Because this video file is
destined for the Web, we most likely want to reduce the frame size
to something more friendly, possibly crop out unwanted areas, and
make other adjustments. For example, to reduce the frame size, run
the following commands:

mkfifo tmp.fifo.yuv

mencoder -vf scale=480:320,format=i420 -nosound -ovc \

raw -of rawvideo -ofps 23.976 -o tmp.fifo.yuv \

max.dv 2>&1 > /dev/null &

x264 -o max-video.mp4 --fps 23.976 --bframes 2 \

--progress --crf 26 --subme 6 --analyse \

p8x8,b8x8,i4x4,p4x4 --no-psnr tmp.fifo.yuv 480x320

rm tmp.fifo.yuv

Here we instruct mencoder to scale the output to 480x320 and
also tell x264 to accept that frame size. This will further reduce the file
size, which is appropriate for video on the Web.

Final Steps
Based on the QuickTime format, the .mp4 container format can store
many types of media and is also the MPEG standard for storing H.264
video and AAC audio, which is how we will be using it. Use MP4Box,
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which is part of the gpac project, to combine the audio and video
streams we’ve just created:

MP4Box -add max-video.mp4 -add audiodump.aac \

-fps 23.976 max-x264.mp4

This produces the final output file max-x264.mp4. You can play
back the file with MPlayer, or with Apple’s QuickTime player on a non-
Linux OS. You also can embed this file into a Web page for playback
from a browser by using Apple’s instructions for embedding QuickTime
movies (see Resources). Free software tools such as the mplayer-plugin
can be used to play this file from within Firefox on Linux.

By way of comparison, here are the file sizes and bitrates of the
original raw DV file max.dv, our H.264-encoded file max-x264.mp4
and a corresponding XviD encoding max-xvid.avi, which was created
from the same source video (see Resources):

mencoder max.dv -vf scale=480:320 -ovc xvid -xvidencopts \

fixed_quant=7:qpel:nopacked -oac mp3lame \

-ofps 24000/1001 -o max-xvid.avi

And below are accompanying screenshots for each sample.
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Figure 1. DV

Figure 2. XviD

Figure 3. x264

Table 1. Table of Results

File File Size Video Bitrate

max.dv 32M 3MB/s

max-xvid.avi 623K 418kb/s

max-x264.mp4 522K 392kb/s
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As you can see, the visual quality of the H.264-encoded file is just
as high as the XviD version, arguably higher, but at a lower bitrate and
file size. This shows that you can achieve similar results in less space, or
much better results in the same space, with H.264 compared to other
codecs such as XviD. In addition, the work flow and options for encod-
ing with x264 are similar to XviD, but with greatly improved output.
So, if you are used to encoding with XviD, many of the concepts and
options should be familiar to you when working with x264.

The more you experiment with x264, the more you will discover the
amazing savings in bitrates and file sizes while still maintaining an extremely
high visual quality. The world of video encoding is definitely a black art, as
there are hundreds of variables and options that can be brought to bear in
any particular encoding project. There is no one-size-fits-all method of
video encoding. However, the technical superiority of H.264 over XviD or
regular MPEG-2-encoded video is too great not to take advantage of it.
And, you can start taking advantage of it today, using the tools described
above. Because H.264 is an MPEG-standard encoding, used with an
MPEG-standard audio codec inside of an MPEG-standard container format,
all the work you invest in using these tools to encode your video will be
future-proof as well as high-quality. Use the techniques outlined above as a
starting point for your own H.264-encoding projects, and you’ll discover
why H.264 is becoming the next standard for video encoding.�

Resources for this article: www.linuxjournal.com/article/9197.

Dave Berton is a professional programmer. He can be contacted at mosey@freeshell.org.

Figure 4. XviD Detail

Figure 5. x264 Detail
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If you’ve read this book from Chapter 1, by this stage, you
no doubt have become comfortable with Ubuntu. You’ve
started to realize its advantages and are on the way to
making it your operating system of choice.

But things might still not be quite right. For instance,
you might find the color scheme is not to your tastes. Or
perhaps you feel that the mouse cursor moves a little too
fast (or too slowly). Maybe you simply want to stamp your
own individuality on your system to make it your very own.

That’s what this chapter is all about. We look at person-
alizing Ubuntu so that you’re completely happy with your
user experience.

Changing the Look and Feel
Ubuntu is similar to Windows in many ways, but the devel-
opers behind it introduced improvements and tweaks that
many claim make the software easier to use. For example,
Ubuntu offers multiple virtual desktops—long considered a
very useful user-interface feature that seems to have passed
Microsoft by. It also moves the programs menu to the top
of the screen, leaving the whole width of the screen at the
bottom to display taskbar buttons. This is very sensible,
because the buttons don’t look cramped when more
than a handful of applications are open. However, if
you’re not satisfied with Ubuntu’s out-of-the-box look
and feel, you can change it.

You might be used to changing the desktop colors or
wallpaper under Windows, but Ubuntu goes to extremes
and lets you alter the look and feel of the entire desktop.
Everything from the styling of the program windows to the
desktop icons can be altered quickly and easily.

Altering the Theme
Ubuntu refers to the look of the desktop as a theme.
Because it’s built on the GNOME desktop, Ubuntu allows
you to radically personalize your desktop theme. Several 
different themes come with the distribution, and you can
download many more themes. Each lets you change the
way the windows look, including the buttons and the icon
set (although some themes come without additional icons).

However, unlike Windows themes, most GNOME
themes don’t change the fonts used on the desktop, and
the wallpaper and color scheme will probably remain broadly
the same. You can change these manually, as described in the
“Setting Font Preferences” and “Changing the Wallpaper”

sections a bit later in this chapter.
To alter the theme, select System→Preferences→Theme.

Then it’s simply a matter of choosing a theme from the list
in the Theme Preferences dialog box, as shown in Figure 1.
A useful hint is to open a Nautilus file browser window in
the background (Places→Desktop), so you can see how the
changes will affect a typical window.

Note: The default Ubuntu theme is called Human and is
designed to represent the skin tones of the world’s popula-
tion. This is intended to reflect Ubuntu’s mission of being
accessible to everyone, no matter where or who they are.

Figure 1. Ubuntu comes with several theme choices.

My favorite themes are Clearlooks and Mist, largely
because they’re simple and uncomplicated. Remember that
you’ll be working with the theme on a daily basis, so it
should be practical and not too distracting. Those miniature
close, minimize, and maximize buttons might look stylish,
but they’re useless if they’re so small that you can’t reliably
click them with your mouse.

As well as changing the overall theme, you can also
modify individual theme components, and even download
more theme components.

Changing Individual Theme Components
You can alter the three aspects that constitute a GNOME
theme: the controls (sometimes known as widgets), the
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window borders, and the icons. Controls are
simply the elements you click within dialog
boxes and windows: buttons, scroll bars, and
so on. The window borders are, as seems
obvious, the borders of program windows
and dialog boxes, with particular attention
paid to the top of the window, where the
program name appears along with the mini-
mize, maximize, and close buttons.

Note: To make matters a little confusing,
some window borders have their own selec-
tion of close, minimize, and maximize con-
trols, which can’t be overridden with individual
selections for controls.

To make changes to a theme, click the
Theme Details button in the Theme
Preferences dialog box (Figure 1), and then
click each tab to see your choices, as shown
in Figure 2. Unfortunately, there are no
thumbnail previews of each style, but as soon
as you click each option, it will be automati-
cally applied to the currently open windows.
To preview the effects fully, the best policy
is to keep a Nautilus window open
(Places→Desktop).

Figure 2. You can create a theme by choosing your
own controls, window borders, and icons.

When you’ve made your choices, you can
save the theme for further use. Simply click
the Save Theme button in the Theme
Preferences dialog box. You’ll need to give
the theme a name and, if you wish, a short
description for future reference. If you don’t
save the theme, as soon as you select another
one, the changes you made will be lost.
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Installing Additional Components
If you get tired of the built-in possibilities, you can download additional
theme components, such as window borders and controls, to enhance
your desktop experience. You have two ways of getting new themes:

� Download themes from the official Ubuntu repositories.

� Visit the GNOME Art web site (art.gnome.org) and download
items from there.

Downloading from Ubuntu Repositories
To get theme components from the Ubuntu software repositories,
you use the Synaptic Package Manager. Setting up Synaptic Package
Manager to use the online repositories is described in Chapter 8.

Select System→Administration→Synaptic Package Manager,
click the Search button, and enter gtk2-engines as a search term
(gtk2-engines is how Ubuntu refers to theme components). In the list
of results will be those gtk2-engines already installed, indicated by a
dark green check box, and several that are available for download.

Icons rarely come in gtk2-engines packages, and instead are con-
tained in their own packages. To find icons, use the Synaptic Package
Manager to search for gnome icon theme (without any dashes).

Although each theme component comes with a description, you
won’t really know what it looks like until you see it. The best policy
is to download all of them and audition them one by one. However,
be aware that themes can be large, so they may take some time to
download on a slower connection.

Caution: Unless you’ve already installed the KDE desktop, don’t
download gtk2-engines-gtk-qt. This is a piece of system software
designed to give KDE applications the same look as GNOME applica-
tions. Selecting it will cause the entire KDE desktop subsystem to
download, too.

Don’t forget that you’re downloading theme components, rather
than entire themes. To use your new theme components, select
System→Preferences→Theme, click the Theme Details button, and
choose from the various lists.

Downloading from the GNOME Art Web Site
Visiting the GNOME Art site (art.gnome.org), shown in Figure 3, gives
you access to just about every theme ever created for GNOME. In fact,
the site also contains wallpaper selections, icons, and much more

besides. All of the offerings are free to use, and most of the packages
are created by enthusiasts.

Installing new theme components is easy. If you wish to install a
new window border, for example, click the link to browse the exam-
ples and then, when you find one you like, click to download it. It will
be contained in a .tar.gz archive, but you don’t need to unpack it.
Simply select System→Preferences→Theme and click the Install Theme
button in the Theme Preferences dialog box. Then browse to the
downloaded theme and click Open. You can delete the downloaded
file when you’re finished.

Note: The same principle of sharing that underlines the GPL
software license is also usually applied to themes. This means that
one person can take a theme created by someone else, tweak it,
and then release it as a new theme. This ensures constant innova-
tion and improvement.

Changing the Wallpaper
The default Ubuntu wallpaper, Lagoon, is a love-it-or-hate-it affair.
Some find its emphasis on dark colors depressing; others appreciate
its humanist metaphor. If you’re one of those who prefer something
different, it’s easy to switch. Simply right-click the desktop and click
Change Desktop Background. If you want to use a picture of your
own as wallpaper, click the Add Wallpaper button, and then browse
to its location.

In the Style drop-down list, you can select from the following
choices:

� Centered: This option places the wallpaper in the center of the
screen. If the wallpaper is not big enough to fill the screen, a border
appears around the edge. If it’s bigger than the screen, the edges of
the wallpaper are cropped off.

� Fill Screen: This option forces the picture to fit the screen,
including squashing or expanding it if necessary (known as
altering its aspect ratio). If the wallpaper isn’t in the same ratio
as the screen, it will look distorted. Most digital camera shots
should be okay, because they use the same 4:3 ratio as most
monitors (although if you have a wide-screen monitor, a digital
camera picture will be stretched horizontally).

� Scaled: Like the Fill Screen option, this option enlarges the image if
it’s too small or shrinks it if it’s too big, but it maintains the aspect
ratio, thus avoiding distortion. However, if the picture is in a differ-
ent aspect ratio than the monitor, it may have borders at the edges.

� Tiled: If the picture is smaller than the desktop resolution, this
option simply repeats the picture (starting from the top left)
until the screen is filled. This option is primarily designed for
patterned graphics.

Don’t forget that the GNOME Art web site (art.gnome.org) offers
many wallpaper packages for download.

Tip: Looking for some good wallpaper? Visit Flickr (www.flickr.com).
This is a community photography site where many people make their
pictures publicly available.

Setting Font Preferences
Ubuntu lets you change the fonts that are used throughout Ubuntu
(referred to as system fonts). You can also alter how they’re displayed.

To change a system font, select System→Preferences→Font. In the
Font Preferences dialog box, shown in Figure 4, click the button next
to the system font you want to change, and then choose from the list.
You can also set the font point size so, for example, you can make the
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Figure 3. The GNOME Art site contains the latest themes, and you can use all of
them with Ubuntu.

http://www.flickr.com
http://www.linuxjournal.com


labels beneath icons easier to read.
By clicking the entries under the Font Rendering heading in the

Font Preferences dialog box, you can change how fonts look on your
monitor. This will alter the antialiasing and hinting of the font.
Antialiasing softens the edges of each letter to make them appear less
jagged. Hinting affects the spacing and shaping of the letters. Used
together, they can make the on-screen text look more pleasant. Try
each Font Rendering setting in sequence to see which looks best to
you (the text in the dialog box will update automatically to show the
changes). Nearly everyone with a TFT-based screen, including notebook
users, finds the Subpixel Smoothing option best.

Figure 4. You can alter the way fonts appear on screen by using the Fonts
Preferences dialog box.

Bytecode Hinting
Two font hinting subsystems are available under Ubuntu: Autohinting
and Bytecode Interpreting. There’s a lengthy debate about which
produces the best results. Personally, I prefer to use the Bytecode
Interpreter because I believe it leads to the cleaner fonts, but others
say Autohinting is better in this regard.

Unfortunately, the Bytecode Interpreter is protected by patents in
the United States (for more information, see www.freetype.org/
patents.html). This means that individuals in the United States can’t
use it without paying a license fee to the patent holder (in theory, at
least). Those in the rest of world should be fine.

It’s easy to activate the Bytecode Interpreter. Follow these steps:

1. Open a GNOME Terminal window
(Applications→Accessories→Terminal).

2. In the terminal window, type the following:

sudo dpkg-reconfigure fontconfig

3. On the first screen of the configuration program, select Native to
activate the Bytecode Interpreter. Alternatively, you can choose
Autohinting or even None, which will turn off the hinting system.

4. On the next screen, you can select whether subpixel rendering is
activated. This is useful only for TFT screens (including notebooks),
so either select Automatic or, if you use a TFT monitor and want to
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ensure the option is activated, select Always.

5. The third screen offers the option of using bitmap fonts. These are
fonts that, unlike the TrueType fonts used within the rest of Ubuntu,
don’t scale beyond their original size. There’s no harm in enabling
them because they can sometimes be useful as system fonts.

6. Once the program has finished configuring the software, restart
your X server by logging out and then back in again.

Configuring Input Devices
Mouse and key repeat speeds are personal to each user, and you may
find the default Ubuntu settings not to your taste, particularly if you
have a high-resolution mouse such as a gaming model. Fortunately,
changing each setting is easy. You’ll find the relevant options under
the System→Preferences menu.

Configuring Mouse Options
Select System→Preferences→Mouse to open the Mouse Preferences
dialog box, which has three tabs:

� Buttons: This tab lets you set whether the mouse is to be used
by a left-handed or right-handed person. Effectively, it swaps
the functions of the right and left buttons. Beneath this is the
double-click timeout setting. This is ideal for people who are
less physically dexterous because the double-click speed can be
slowed down. On the other hand, if you find yourself accidentally
double-clicking items, you can speed it up.

� Cursors: On this tab, you can select from any mouse cursor
themes that are installed. You can also activate the Locate
Pointer option, which causes a box to appear around the mouse
cursor when you press the Ctrl key. This can help you find the
cursor on a busy desktop.

� Motion: This tab, shown in Figure 5, lets you alter the speed of the
mouse pointer, as well as the drag-and-drop threshold. Changes are
made as each setting is adjusted, so to test the new settings, simply
move your mouse. Here’s what the settings do:

� The Acceleration setting controls how fast the mouse moves.
Whenever you move the mouse, the pointer on screen moves a
corresponding amount. However, the cursor actually increases in
speed the more you move your hand (otherwise, you would need
to drag your hand across the desk to get from one side of the
screen to the other). This is referred to as acceleration. If you set
the acceleration too high, the pointer will fly around the screen,
seemingly unable to stop. If you set it too slow, you’ll need to
ramp the mouse several times to make it go anywhere.

� The Sensitivity setting controls how quickly the acceleration kicks
in when you first move the mouse. Choosing a higher setting
means that you can move the mouse relatively quickly before it
starts to accelerate and cover more screen space. A low setting
means that acceleration will begin almost as soon as you move
the mouse. Higher sensitivity settings give you more control
over the mouse, which can be useful if you use image-editing
programs, for example.

� The Threshold setting determines the amount of mouse move-
ment allowed in a click-and-drag maneuver before the item
under the cursor is moved. This setting is designed for people
who have limited dexterity and who might be unable to keep the

mouse perfectly still when clicking or double-clicking an icon. In
such cases, a large threshold value may be preferred.

Changing Keyboard Settings
Select System→Preferences→Keyboard to open the Keyboard
Preferences dialog box. This dialog box has four tabs:

� Keyboard: Using the Keyboard tab, you can alter the rate of key
repeat. This can be useful if you often find yourself holding down
the Backspace key to delete a sentence; a shorter setting on the
Delay slider and a faster setting on the Speed slider can help.
However, if you get the settings wrong, you may find double char-
acters creeping into your documents; typing an f may result in ff,
for example. Beneath the Repeat Keys setting is the Cursor Blinking
slider. Altering this may help if you sometimes lose the cursor in a
document; a faster speed will mean that the cursor spends less time
being invisible between flashes.

� Layouts: On the Layouts tab, you can choose to add an alternative
keyboard layout, as shown in Figure 6. For example, if you write in
two different languages on your keyboard, it may be helpful to be
able to switch between them. Click the Add button and select the
second language from the list.

� Layout Options: This tab lets you select from a variety of handy
tweaks that affect how the keyboard works. For example, you can
configure the Caps Lock key to act like a simple Shift key, or you
can turn it off altogether. You can configure the Windows key so
that it performs a different function, too. Put a check alongside the
option you want after reading through the extensive list of options.

� Typing Break: This tab features a function that can force you to stop
typing after a predetermined number of minutes. It does this by
blanking the screen and displaying a “Take a break!” message. Note
that a notification area icon will appear before the break time to
give you advanced warning of the lockout.

Creating Keyboard Shortcuts
Ubuntu lets you define your own keyboard shortcuts for just 
about any action on the system. To create a shortcut, select
System→Preferences→Keyboard Shortcuts. In the dialog box,
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Figure 5. The Mouse Preferences dialog box lets you tame that mouse.
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search through the list for the action you want to create a shortcut
for, click it, and then press the key (or key combination) you want
to use. For example, you might locate the Volume Up and Volume
Down entries in the list, click each, and then press Ctrl+left arrow
and Ctrl+right arrow. Then you will be able to turn the volume of
your sound card up or down by holding down Ctrl and tapping the
left or right arrow key, respectively.

Caution: Be careful not to assign a shortcut to a popular key. It
might be nice to make Totem Media Player appear when you hit
the spacebar, for example, but that will mean that it will start up
several times whenever you type a sentence in a word processor!
Also be aware that some key combinations are used by applica-
tions. Within OpenOffice.org’s Writer, for example, the Ctrl+left/right
arrow key combination moves you from word to word in a paragraph.
If you define those combinations as shortcuts, you will no longer
have this functionality.

I like to configure my /home folder to appear whenever I press the
Home button on the keyboard. This can be done by locating the Home
Folder option under the Desktop heading.

Personalizing Login Options
You can even personalize the login screen under Ubuntu. This is known
technically as the GNOME Display Manager, or GDM. To access its
configuration options, select System→Administration→Login Screen
Setup. The dialog box has eight tabs:

� General: In the Local drop-down list, you can choose the type of
login screen: Themed Greeter, which is to say one that includes the
Ubuntu graphic, or GTK+ Greeter, which is a basic login box into
which you can type your details. By unchecking the Use Default
Welcome boxes, you can type your own Welcome and Remote
Welcome text (the remote text is what appears if someone logs in
graphically via GDM across a network; it isn’t something you should
worry about). The Automatic Login heading lets you do away with
the login box completely and go straight to the desktop from bootup.
Simply put a check in the box and provide the login username. This
presents obvious security issues, but if you’re the only person using
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the computer and if it’s located in a secure location, you might want
to choose this option. The Timed Login option lets you select a user
who will be logged in by default after a given period. This is useful
if you want to present the opportunity to log in as a different user
but also want to have the failsafe of logging in automatically, too.

� GTK+ Greeter: Here, you can change the appearance of the simple
GTK+ Greeter that will appear if you chose the relevant option on
the General tab. You can change the picture by clicking the Browse
button, or get rid of it completely by clicking No Logo. You can also
alter the background so that there’s a picture or color.

� Themed Greeter: The Themed Greeter is the default under Ubuntu,
and it makes the standard login page appear. You can select from a
couple of other themes from the list on the left. Particularly handy is
the Happy GNOME with Browser option, which shows a list of all
users on your system during login. To log in, just click the appropri-
ate entry and type the necessary password. Clicking the Install New
Theme button lets you install a Themed Greeter theme from disk.
You can download these from art.gnome.org.

� Security: This tab lets you alter login settings that might present a
security risk to your system. For example, if the Happy GNOME with
Browser option is activated in the Themed Greeter tab, you can 
activate the Face Browser, which will show a picture on the login
screen. This is considered a security risk, because it removes the
need for people to type in their usernames, thus potentially handing
valuable information to hackers. You can also activate the X Display
Manager Control Protocol (XDMCP) for GDM, which will let users
log in graphically using GDM from a remote computer (this requires
the remote system to be specially configured).

� XServer: This tab lets you specify settings that can be passed to the
X server when it’s started by GDM. In most cases, you can ignore
this tab.

� Accessibility: Here, you can allow activation of the GNOME Assistive
Technology modules. You can also have GDM make sounds when
various events occur, such as a bad login. This can help partially
sighted people.

� XDMCP: If you activated XDMCP for GDM in the Security tab,
this tab lets you fine-tune various settings, such as the network
port it listens on as well as the maximum number of remote 
sessions. Unless you have specifically activated XDMCP, you 
can ignore this tab.

� Users: Here, you can specify which users are offered as choices
within GDM if the Face Browser option is activated in the Security
tab. Bear in mind that Linux has many system user accounts
that aren’t designed to allow logins. By default, all users who
have a password are displayed, which is the best way of work-
ing (the system accounts don’t have passwords because they
aren’t login accounts).

Setting Up Assistive Technology Support
You might know about the Accessibility tools under Windows, which
help people with special needs use the computer. It’s possible to use an
on-screen magnifier so that users can better see what they’re typing or
reading, for example.

Under the GNOME desktop, the Accessibility tools are referred to
as Assistive Technology Support. To use them, you need to install addi-
tional software packages, and then enable them. Follow these steps:

1. Assuming the Synaptic Package Manager is set up to use 
the online repositories (see Chapter 8), open the program
(System→Administration→Synaptic Package Manager).

2. Click the Search button and enter gok as a search term. In the
list of results, click the check box alongside the gok entry, and
then click Mark for Installation.

3. Click the Search button again and search for gnopernicus. Again,
mark its entry for installation. Then click Apply.

4. Once the packages are installed, select System→Administration→
Preferences→Assistive Technology Support. Click the check box
alongside Enable Assistive Technologies.

5. Choose from the list the features you would like to use. They will
then start automatically the next time you log in. The options
work as follows:

� The Screenreader uses a speech synthesizer to announce
whatever you click on, as well as whatever you type. To alter
its settings, click the Preferences button in the Gnopernicus
dialog box, and then click the Speech button in the Preferences
dialog box.

� The GNOME Onscreen Keyboard (GOK) can be used by a mouse,
but is most useful when an alternative input device is used, such as
a touch screen. As well as presenting a virtual keyboard, it shows
the options on screen as a large and easy-to-activate series of but-
tons. For more information, click the Help button when GOK starts.

� The Magnifier divides the screen into two halves. The right side
displays a magnified version of the left side. To learn more, click
the Help button in the Gnopernicus dialog box.

� Gnopernicus also includes support for Braille output devices. To
learn more, click the Help button.

Changing Your Login Picture
If you activate the Face Browser feature along with the Happy
GNOME with Browser option, GDM will display a picture alongside
your username on the login screen, as shown in Figure 7. You 
can then click this and type your password to log in. You might 
be familiar with a similar system under Windows XP.

You can choose your login picture by clicking System→
Preferences→Login Photo. Ubuntu offers several pictures to 
choose from, or you can click the Browse button to locate your 
own. Ideally, the image you choose should be square and 96x96 
pixels, although if the picture is too large, it will be automatically
scaled down.

Adding and Removing Desktop Items
Virtually the entire Ubuntu desktop can be redesigned and restruc-
tured. You can move the Applications menu from the top of the screen
to the bottom to be more like Windows, for example, or you can add
numerous desktop shortcuts to popular applications and/or files.

Adding a Shortcut
Ubuntu’s nearest equivalent to a Windows-style desktop shortcut is a
launcher. An important difference, however, is that launchers are
designed to run a certain command. Therefore, they can only point
at programs (although you could create a launcher that contained
a command chain required to run a particular program and file; to
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use The GIMP to open a picture, you might create a launcher that
ran gimp picture.jpg, for example).

If you want to make a shortcut to a data file, such as a picture, you
need to create a link. This is just as easy as creating a launcher.

Creating a Launcher
You can create a launcher two ways. One way is to simply click and
drag an icon from one of the main menus to the desktop. This effec-
tively copies the menu’s launcher to the desktop, rather than creating a
new launcher, but the effect is the same.

Note: Not all menu items can be dragged and dropped to create

launchers. In particular, most items on the System menu cannot be
dragged and dropped.

The other way to create a launcher is to right-click the desktop and
select Create Launcher. In the Create Launcher dialog box, you need to
fill in only the Name and Command field; the others fields can be left
blank. The Command field must contain a Linux executable program,
command, or script. If you use a command-line program or script, you
must check the Run in Terminal box. This will open a GNOME Terminal
window automatically and run the command or script within it. The
terminal window will disappear as soon as the command has finished.

To choose an icon for your launcher, click the Icon button in the
Create Launcher dialog box. If you don’t choose an icon, the stock
GNOME one is used (the same icon as is used for unidentified and/or
system files). You can select from several predefined icons or choose
your own picture by clicking the Browse button, as shown in Figure 8.

Creating a Link
Although you can create a link to a program, which will then work
the same as a launcher, links are usually used to create shortcuts to
files. If you then double-click the shortcut, the application associated
with that file type will open the file. If you create a shortcut to a
picture, for example, when you double-click it, the Eye of GNOME
previewer will start.

To create a link, locate the file you want to create the link to, right-
click it, and select Make Link. Then copy the new link to wherever you
want it to appear, such as the desktop. You don’t need to choose an
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Figure 7. The Face Browser lets each user choose an icon to appear on the login
screen.

Figure 8. Creating a launcher is easy. Just fill in the Name and Command fields,
and choose an icon.
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icon, because the link inherits the icon of the original file. For example,
if it’s a picture link, it will inherit the thumbnail preview icon.

Note: If you find the Make Link option grayed out, it’s likely that
you don’t have sufficient permissions to write the link to the directory
in question.

Adding and Removing Menus
You can add either the Applications menu or the entire set of menus
(Applications, Places, and System) to the bottom of the screen. This
can help those who long for the Windows Start button approach to
access programs.

Adding All the Menus to a Panel
To add the Application, Places, and System menu to the Panel at
the bottom of the Ubuntu desktop, follow these steps:

1. Right-click a blank spot on the bottom Panel and select Add 
to Panel.

2. In the dialog box that appears, click the Menu Bar option to
add all three menus.

3. Click the Add button at the bottom of the dialog box.

Adding the Applications Menu to a Panel
When you add just the Applications menu, it appears as a single icon.
To move it to the bottom-left side of the desktop, in the same location
as the Windows Start menu, you need to delete and then re-create the
Show Desktop icon and the Window List. Here are the steps:

1. Right-click a blank spot on the bottom Panel and select Add 
to Panel.

2. In the dialog box that appears, click the Main Menu option.

3. Click the Add button at the bottom of the dialog box.

4. Right-click the Window List’s grab bar and select Delete.

5. Right-click the Show Desktop icon and select Delete.

6. Right-click the new menu icon, select Move, and relocate it to 
the bottom left.

7. Right-click the Panel and select Add to Panel.

8. In the Desktop & Windows category, select Window List, and then
click Add.

9. Repeat steps 7–8 to add the Show Desktop button.

When you’re finished, the Applications menu should appear as
shown in Figure 9.

Deleting a Menu
Creating new instances of the menus won’t delete the old ones. If 
you create a new Applications menu at the bottom of the screen, 
for example, the old Applications menu will remain at the top of 
the screen. In fact, you can have as many instances of the menus 
on the desktop as you wish, although this won’t be a good use of
desktop space!

To delete any menu, simply right-click anywhere on that menu and
select Remove from Panel.

Give Me My Trash Can!
The developers who designed Ubuntu’s desktop decided to keep the
desktop clean of icons. This included relegating the Wastebasket icon
to its own applet at the bottom-right side of the screen. Many people
find using the applet a little difficult and miss the desktop trash can
icon, which has been present on Windows and Mac OS desktops

for more than 20 years.
The good news is that it’s easy to get the trash can

back. Click Applications→System Tools→Configuration
Editor. In the program window that appears, click the
down arrows next to Apps, then Nautilus, and then
Desktop. On the right side of the program window, put 
a check in the trash_icon_visible entry.

Alternatively, in the Configuration Editor, click Edit→Find and
enter trash_icon_visible as a search term. Make sure that the
Search Also In Key Names box has a check in it. Then click Find.
The results will be listed at the bottom of the program win-
dow. Click the /apps/nautilus/desktop/trash_icon_visible entry.
Then make sure there’s a check in the trash_icon_visible box.

Be careful when using the Configuration Editor program.
It lets you configure just about every aspect of the GNOME
desktop and doesn’t warn you when you’re about to do
something devastating, so the potential for accidental
damage is high!

Personalizing the Panels
Panels are the long strips that appear at the top and 
bottom of the Ubuntu screen and play host to a choice 
of applets and/or icons. You can add a new panel by simply
right-clicking an existing one and selecting New Panel, or
you can remove a panel by right-clicking it and selecting
Delete This Panel.

Caution: If you delete a panel, the arrangement of
applets it contains will be lost. Of course, you can always
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Figure 9. If you just can’t do without that Start button, you can re-create one on your
Ubuntu desktop.
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re-create the collection of applets on a different panel.
By right-clicking a panel and selecting Properties, you can

change its size and dimensions. For example, by unchecking the
Expand box, you can make the panel shrink to its smallest possible
size. Then, when you add new applets (or, in the case of a panel
containing the Window List, a new program is run), the panel will
expand as necessary. This can be a neat effect and also creates
more desktop space.

Selecting the Autohide feature will make the panel slide off the
screen when there isn’t a mouse over it. Choosing Show Hide Buttons
will make small arrows appear on either side of the panel so that you
can click to slide it off the side of the screen when it’s not in use.

Working with Applets
Almost everything you see on the desktop is an applet, with the excep-
tion of shortcut icons and the panels. A menu is a form of applet, for
example, as is the Workspace Switcher.

Ubuntu provides many more applets that you can choose to add to
the desktop to provide a host of useful or entertaining functionality. To
add an applet, right-click the Panel and select Add to Panel. As shown
in Figure 10, you have a wide choice of applets, divided into categories.
Many require configuration when they’ve been created, so you may
need to right-click them and select Properties. For example, you’ll need
to set your location in the Weather Report applet’s properties so it can
provide accurate forecasting.

To remove an applet, simply right-click it and select Remove from Panel.

Setting Power-Saving Features
Ubuntu includes a number of features to use the power-saving features
of your computer, including the ability to switch off the monitor after a
set period of inactivity. However, some quick configuration is necessary
to set up the system just the way you want it.

Tip: If your computer has a CPU that can adjust its clock speed on
the fly, such as a mobile processor or an AMD chip with the PowerNow!
function, Ubuntu will automatically install software that will make this
work. To see the speed of your processor, right-click the Panel, select
Add to Panel, and choose the CPU Frequency Scaling Monitor.

Controlling the Monitor Shutoff
You can configure the monitor to go into standby mode after 
a certain amount of time has passed. This can save a lot of 
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Figure 11. You can configure your monitor to automatically switch itself off after a
certain period.

Figure 10. A wide variety of applets are available. Some are informative; others
are just fun.
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electricity should you happen to leave your computer unattended 
for long periods.

To configure this aspect of Ubuntu, select System→Preferences→
Screensaver, and click the Advanced tab, as shown in Figure 11. 
In the Display Power Management section, make sure the Power
Management box is checked. Set the desired timings in the
Standby, Suspend, and Off boxes. Not all monitors support all
three features. Consult your monitor’s manual to determine which
you should configure. If you’re unable to find this information,
simply set all three to similar values. For example, set Standby to
30 minutes, Suspend to 31, and Off to 32.

Spinning Down the Hard Disk
All modern hard disks come with the ability to spin down their
motors to save energy. Then, when data is requested, the motors
spin up again. There may be a slight delay while this happens, 
and some people dislike using disk spin-down because of this.
However, on a notebook, it can lead to a substantial increase 
in battery life. On a desktop system, it’s worth considering,
because over the lifetime of a computer, it can save a lot of 
electricity (and therefore money!).

The spin-down settings are contained in the /etc/hdparm.conf
file, which you’ll need to edit by hand. Follow these steps to adjust
the spin-down settings:

1. Open a GNOME Terminal window (Applications→Accessories→
Terminal).

2. Type the following in the terminal window:

sudo gedit /etc/hdparm.conf

3. Click Search→Find and, in the box, type spindown_time.

4. Click the Find button, and then close the Search dialog box.

5. Change the line the Find routine has highlighted to remove 
the hash mark from the beginning, so it reads like this: 
spindown_time = 24. You can alter the value to anything 
you want. Each time unit is five seconds, so 24 equates to 
120 seconds (24x5 seconds), or 2 minutes. To set a time of 
20 minutes, enter 240 (240x5 seconds). If you specify a 
number above 240, the time units are increased to 30 minutes.
In other words, a value of 241 will equate to 30 minutes, a
value of 242 will equate to 60 minutes, and so on.

6. When you’ve finished, save the file.

7. Reboot for the settings to take effect.

Power Saving—Is It Worth It?
An average computer draws anywhere between 100 to 500 
watts of power. An average light bulb draws around 150 watts 
of power, so you can see that, relatively speaking, computers 
are low power consumers compared to many household devices.
However, it’s still worth considering employing power-saving 
techniques. You might not save yourself a lot of money, but if 
you switch on power saving, and your neighbor does too, and 
her neighbor does, then the cumulative effect will add up, and 
we can all contribute less towards global warming.

Try to avoid leaving your computer turned on overnight, or
when you’re away from it for long periods. As well as saving
power, switching off your computer will avoid wear and tear on 
its components. Although the CPU can work 24/7 without trouble,
it’s cooled by a fan that’s a simple mechanical device. There are
other fans in your computer too, such as the graphics card fan 
and case fan. Each of these will eventually wear out. If your graphics
card fan stops working, the card itself will overheat and might
burn out. The same is true of the CPU fan. However, by shutting
down your computer overnight, you can effectively double the life
of the fans and radically reduce the risk of catastrophic failure.
Isn’t that worth considering?

Summary
In this chapter, you’ve learned how to completely personalize
Ubuntu to your own tastes. We’ve looked at changing the theme
so that the desktop has a new appearance, and we’ve examined
how to make the input devices behave exactly as you would like.

In addition, you’ve learned how to add and remove applets
from the desktop in order to add functionality or simply make
Ubuntu work the way you would like.

Finally, we looked at the power-saving functions under 
Ubuntu and how you can avoid your computer wasting energy.

In the next chapter, we will look at what programs are 
available under Ubuntu to replace those Windows favorites 
you might miss.�
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This article presents a basic overview of some of the programs avail-
able for Linux to create and work with digital images. The programs
discussed here are those that were installed by default or by the
package management programs of SUSE and Kubuntu on my sys-
tems. They are fairly standard and should be available for the major
distributions. My preferred desktop environment is KDE, so the
choices are slanted in that direction, though I indicate where a pro-
gram also works on GNOME, or where there is an alternative. This is
becoming less of an issue, as it is possible to run GNOME applica-
tions on KDE and vice versa. In fact, as the screenshots show, I did
all my work in KDE. To bring some organization to the article, the
programs are introduced in work-flow order. See the on-line
Resources for versions of software used.

Scanning with Kooka
To convert images in a nondigital format, it is necessary to scan the
image and capture the output into a digital file. The software of choice
for this is SANE (Scanner Access Now Easy). SANE takes care of con-
necting to the physical devices (the scanners) and passing information
to and from them. Any one of a number of front ends handles the
user interface for the scanner. The two covered here are Kooka and
XSane. Kooka is an official part of the KDE Graphics Package, and as
such, is found in the KDE menu. XSane is an independent project.
Support for scanners is provided by the libraries from the SANE Project,
so if you need to determine whether your scanner will work, go to the
SANE Web site (see Resources). To scan, open Kooka from the KDE
Graphics menu item (Figure 1).

Scanning a color photograph entails selecting a Scan mode of color

and the appropriate resolution. The Source item also may need to be
selected (for instance, I use a Epson 1240U that has the choice of a
flatbed scanner or transparency unit). Select Preview Scan. This gener-
ates an image in the preview box to the right. It is then possible to use
your mouse to select the portion of the preview that you want to scan.
Select Final Scan. At the end of the scanning process, a dialog box
pops up, asking you in which format to save the scanned image.
Saving the image creates a thumbnail image in the box at the bottom
right and adds the image to the Kooka Gallery at the top left. For fur-
ther work with an image, select the Image menu item and then Open
Graphic Application to use the image editor you prefer.

Scanning with XSane
XSane can be run either in KDE or GNOME. To open XSane, again go
to the Graphics menu item and select XSane. One immediate differ-
ence you will notice is that XSane opens a host of windows (Figure 2). 
I generally have the Standard Options, Advanced Options and Preview
windows open in addition to the Program window. This can be
controlled by clicking on the Window menu item in the Program
window and selecting or deselecting the appropriate items.

The information in the Advanced Options window will vary according
to the capabilities of the scanner you are using. To start a scan, go to
the Program window and select the necessary values. To scan a print,
select Viewer, Color, flatbed, full color range and 300 in descending
order for the output, image type, source, color range and resolution
choices. If the output is going to an inkjet, in the Advanced Options
section, set the Color correction to Inkjet Printers.

With the settings taken care of, click the Acquire preview button in the
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Digital Photography 
and Linux
A primer for various digital photography programs available for Linux.
ADRIAN KLAVER

Figure 2. XSane with the Preview Image and Final Scan ImageFigure 1. Kooka Showing a Preview with an Area Selected for the Final Scan
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Preview window. The preview scan displays in the Preview window, and
you can use the mouse to select an area for the final scan. Clicking on the
Scan button in the Program window initiates the scan with the resulting
image displayed in an image viewer. The viewer has some limited abilities
as far as editing the image, but its primary purpose is to proof the scan.
Selecting the File menu item accesses the Save image menu item. From
here, you can save the image in any one of a variety of formats.

A side note—for my scanner, in the Advanced Options section,
there is the ability to focus on the glass or 2.5mm above the glass. For
negatives in the the film holder or slides in thick mounts, the 2.5mm
setting is best. You may want to experiment with this setting to see
what works best.

XSane also works as a plugin to The GIMP. This means if you
are using The GIMP for your image-editing chores, you can go to
File→Acquire→XSane→Device Dialog from The GIMP and call up
XSane directly. The final scanned image will be loaded directly into
The GIMP for further editing.

digiKam
For working with pre-existing digital images, we look at two applica-
tions, digiKam for KDE users and F-Spot for GNOME users. Both serve
as clients for the gPhoto2 libraries. gPhoto2 is an open-source project
that has created a software interface for digital cameras. At the time of
this writing, it supports approximately 600 cameras (see Resources).
digiKam is found in the Graphics menu item on the KDE start menu.
Clicking on the program opens a single window (Figure 3).

When you open digiKam the first time, you need to set up the
camera. Make sure the camera is plugged in to the
computer and turned on. Select Camera→Add
Camera from the menu bar. First try Auto-Detect. If
this does not work, click Add, and browse the list for
your camera. Many cameras don’t show up in the list
but instead fall under the generic category of mass
storage devices. Do not despair. When you hook up
the camera to the computer and turn it on, it should
show up on the desktop as a removable storage
device. If this is the case and you cannot find the
camera in the list, go to the right side of the window
and select the port type (most likely USB) and camera
mount path. The easiest way to find the mount path
is to right-click the removable storage icon on the
desktop and look under Properties.

Once you set up the camera, the fun begins. From the
Camera menu item, select the camera or Directory Browse
if it is seen as a storage device. This opens a window with
the pictures stored on the camera. From here, you can use
the buttons across the bottom to work with the images.
When you download, you have the option of creating a
new directory or storing to an existing directory. The pic-
tures will show up in the right panel of the digiKam win-
dow. Opening an image loads it into an image viewer.

One stock capability of note found in the 
Fix menu item of the image viewer is Red Eye
Reduction. The capabilities of the image viewer, 
as well as digiKam in general, can be extended by
installing plugins. digiKam uses the KIPI (KDE Image
Plugin Interface, see Resources) to manage plugins.
The plugins include a module to work with RAW
images. See the sidebar for information on RAW. 
It is possible to convert a RAW file to a JPEG, TIFF 
or PPM format. In versions 0.8.1 on, 8-bit RAW 
files can be opened in the image viewer, with 16-bit
support promised in version 0.9.0.

F-Spot
F-Spot serves the same role in GNOME as digiKam does in KDE. It
is not as far along in the development cycle as digiKam, so it is not
quite as feature-rich. However, it does work well for pulling pictures
from a camera and organizing them on your hard drive.
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Opening the program presents a single window with a couple
panes (Figure 4). In the right pane are thumbnails of the pictures
that have been downloaded. Right-clicking on an image brings up
a menu that, among other things, allows you to tag the image.
There is a set of predefined tags, and you can create your own
tags using the menu bar item Tags. The tag labels are listed in the
left pane, and selecting them filters the thumbnails accordingly.

An interesting feature of the thumbnail browser is the time-line
bar across the top. It represents a visual indication of the number
of pictures by month and year. Use the mouse to move the slider
(as you do so, you will see a date appear above the slider) to the
month and year you are interested in.

Image Editing—The GIMP
The discussion to this point has been concerned with getting 
pictures into the computer from an external source. Some mention
has been made of manipulating images. Kooka, XSane, digiKam
and F-Spot all can change the imported images to some degree,

but to do more in-depth editing, it is necessary to use a dedicated
image program. For this task, we look at The GIMP and CinePaint.
The GIMP (GNU Image Manipulation Program) has been around
since 1995 and is probably the most widely known open-source
image program. CinePaint started as a fork of The GIMP in 1998,
known as Film GIMP (also Hollywood GIMP and GIMP16) and
acquired its current name in March 2003.

The GIMP follows the multiple window paradigm we saw 
earlier with XSane (Figure 5). The program window contains the
toolbox. Placing the cursor over a tool icon brings up a help tip,
and selecting an icon loads the tool options into the bottom half
of the window. Once a tool is selected, moving the cursor over 
the image window shows the cursor pointer along with the tool
icon, and left-clicking the mouse causes the tool action to take
place. For example, selecting the eraser icon erases the area under
the cursor according to the parameters selected in the tool options 
box (Figure 6).

Space does not permit a full exploration of the features in 
The GIMP, so I point out those I have found particularly useful.
First, in an open image window, select Tools→Color Tools→Levels.
A new window opens (Figure 7). Look for the Auto button, click
on it and the image color levels are adjusted automatically (Figure 8).
Often this is all you need to do to improve a picture. If the Auto
correction does not work, next to the Auto button is a row of 
eye dropper icons representing the black point, grey point and
white points of the image. Use one of the eye droppers to select 
a “known” color point in the picture, and the picture adjusts
accordingly. You can undo your changes by clicking on Reset, 
so experiment away.

This leads me to another often-used feature of The GIMP: 
Ctrl-Z—the undo command. The extent to which you can undo 
is set in the Preferences item of the File menu. The two main
parameters are the minimal number of undo levels and the maxi-
mum undo memory. The first specifies the number of undos to
save, regardless of memory usage. The second causes undo to
drop items once they exceed the memory limit, except those
exempted by the first parameter. The undo command has some
other limitations; see the manual for a full rundown, but it does
allow you to experiment with relative impunity.

This is good place to insert a practical tip learned in the school
of hard knocks. Do not work with your original image. The first
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Figure 5. The GIMP with an Open Image

Figure 4. F-Spot showing downloaded images—note the time-line bar across
the top.

Figure 6. Using the Eraser
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step when working with an image is to create a copy and work
with the copy. That way, when you paint yourself into a corner or
commit an unrecoverable act, you still have the original to start
over with.

The real flexibility comes through the plugin
architecture of The GIMP. The program comes
with a series of default plugins, and you can
extend these by downloading others (see
Resources). Plugins can show up in many
areas, so the best way to identify what is avail-
able is to use the plugin browser located in the
Xtns menu item of the program window. One
optional plugin I have found particularly useful
is UFRAW (see Resources). It allows you to get
around the 8-bit limitation current versions of
The GIMP have on RAW files. Basically, it loads
a RAW file into its own viewer at its native

bitrate and allows you to adjust the image (Figure 9). After the image
has been changed in the plugin, clicking OK mixes it down to the 8-bit
format of The GIMP and opens a window for further work in The GIMP.
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Figure 7. The GIMP—Auto-Adjust, Before Figure 8. The GIMP—Auto-Adjust, After

Versions of
Software Discussed
in This Article

� The GIMP 2.2.8

� CinePaint 0.19-1

� digiKam 0.7.2

� F-Spot 0.1.3

� Kooka 0.44

� XSane 0.97

� gimp-ufraw 0.5
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CinePaint
As mentioned previously, CinePaint is a fork of The GIMP. The 
program was developed to meet the needs of image retouchers in
the movie industry. One of the requirements was the ability to

work with high-resolution images. Consequently, CinePaint has
native support for RAW images and other high-bit formats. The
trade-off is the inability to use GIMP plugins. There is work in
progress to correct this, but it is in the development branch of the
project. Still, the program shares many features with The GIMP, so
if you are looking for some fairly advanced editing of high-bit
images, it is a simple step up (Figure 10).

Conclusion
It is possible for a relative beginner to work with digital images in
Linux. The tools exist, and if not installed by default, are readily
available. My personal work flow is to use XSane for scanning 
my print and slide collection, digiKam for bringing in images from
my digital camera and The GIMP for retouching images. This article
has touched on the basics of the programs explored. See the on-line
Resources for a wealth of documentation for those who want to
delve deeper.�

Resources for this article: www.linuxjournal.com/article/9196.

Adrian Klaver is a Linux enthusiast with an interest in photography and a desire to make the former
work with the latter.
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The Lowdown on RAW files
RAW images are, in essence, digital negatives. They
represent the uncorrected output of the digital cam-
era sensor. As such, they contain more photo infor-
mation than a processed JPEG. For instance, a RAW
will have bit depth of 12–14 per color versus that of
8 for a JPEG. The result is an image that allows for
more editing opportunities. The downside is that this
information increases the size of the files, so fewer
images will fit on a memory card.

Figure 10. CinePaint with Same Image as Shown in Figure 9

Figure 9. UFRAW Plugin for The GIMP
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Did MythTV get its name because the ability to install it easily is a myth?
NICHOLAS PETRELEY

I miss my TiVo. I had one of the first TiVo
units ever made, and I kept it alive through
various hardware failures and it still works
today. I replaced the existing drive with a
160GB drive, which gives me virtually
unlimited storage. Then my television failed,
so I picked up a terrific bargain on an HDTV
from www.newegg.com. The TiVo will
work with this television, but it doesn’t
really do it justice.

So, I’ve decided to do something I’ve
been meaning to do for years now. I’m
building a MythTV box on Linux, which will
serve as a multipurpose multimedia server
and perhaps even take over the jobs of my
aging all-purpose storage and IMAP e-mail
server. I’ve put off this project for a number
of reasons. I didn’t want to invest in the
extra hardware, and from everything I’ve
read it is time consuming (read: royal pain)
to get a MythTV box working.

All the testing I did for the Ultimate Linux
Box issue left me with a lot of extra hardware
to play with. So that problem was solved for
me. The only thing I had to purchase was a

TV tuner card. I went for the Hauppauge
WinTV-PVR-500MCE, which is basically two
WinTV-PVR-150 tuners on a single card.

The WinTV-PVR-500 doesn’t do HDTV,
but there aren’t many HDTV channels either.
So the plan is to create a synergy between
the MythTV box and my HDTV-capable cable
box so I can get the best from both. In most
cases, the MythTV box should change the
channel on the cable box.

The first thing I did was test out the card
in a PC I already had running, namely a box
with an ASUS M2N32-SLI motherboard 
for the socket AM2 AMD64 processor.
While I had the case open to install the
Hauppauge card, I took the opportunity to
install some new DDR2 memory modules,
which I plan to test for speed improve-
ments. After that, the PC wouldn’t even
boot to the setup screen.

I’d read that this motherboard is finicky
about memory, thanks to BIOS issues, so I
used the old memory to download and install
the latest BIOS. That fixed the memory 
problem, but now every distribution of Linux 
I have crashed at boot time. I get the MP-BIOS
“8254 timer not connected to IO-APIC”
error that plagued some earlier Linux kernels.
Although this may be a Linux kernel issue, it’s
more likely a problem with the new BIOS. I’ve
never had a lot of luck with ASUS fixing BIOS
bugs, so I hope the kernel developers find a
way to work around the problem. Regardless,
I added noapic to the boot command, and
now Linux boots again.

By this time, I decide I don’t want to mess
with the ASUS box, so I build the computer
with the slightly older, but still powerful
hardware I planned to use for MythTV. The
Knoppix distribution customized for MythTV
called KnoppMyth is almost impossible to
install, and it doesn’t work when I get it
installed. Kubuntu 6.06 installs cleanly, but 
I make the mistake of using a vanilla 2.6.17
kernel to add the Hauppauge drivers (it
requires ivtv drivers from dl.ivtvdriver.org

and firmware from the Hauppauge site).
Vanilla kernels break numerous things in
Kubuntu, and the Hauppauge drivers simply
won’t compile properly anyway.

So I resign myself to using an existing
Ubuntu/Kubuntu kernel. I found numerous
how-to sites for getting the ivtv drivers
working on Ubuntu 5, but nothing for
Ubuntu/Kubuntu 6. Unfortunately, there
are significant differences between these
versions. The biggest difference is how the
two versions handle third-party firmware.
After experimenting for far too long, I find
the shotgun approach solves my problem. 
I put copies of the driver modules and
firmware files just about everywhere,
including my sock drawer. Finally, the
modules load and the /dev directory is
now populated with the right devices.

I still have miles to go before I sleep,
but the rest of the MythTV installation looks
pretty simple, at least on paper (or should 
I say “on pixels”). However, the above
experience hammered home something I’ve
known about Linux and Linux distributions
for a long time, but haven’t spoken enough
about lately. Almost every distribution has
forked the Linux kernel and much more 
to deliver on its specific goals for a Linux
distribution. I hesitate to call this a bad
thing, even though it tends to rear its ugly
head when you try to do something like
install the drivers for MythTV, because
updated how-to instructions almost always
trail the release of new distributions by
many months.

There are reasons why these distributions
take such liberties. The basic foundation isn’t
good enough. Those are fighting words, 
I know. And I will leave you hanging with
that flame bait. I have much more to say
on this topic next month.�

Nicholas Petreley is Editor in Chief of Linux Journal and a former
programmer, teacher, analyst and consultant who has been
working with and writing about Linux for more than ten years.

MythTV Goes Amiss

Nick Petreley, Editor in Chief

/var/opinion

http://www.newegg.com
http://www.linuxjournal.com


http://www.rackspace.com


Call us first at 508-746-7341 for quotes 
on clusters and storage solutions. 

Find testimonials and a list of satisfied 
customers at microway.com.

Microway’s FasTree™ DDR InfiniBand switches

run at 5GHz, twice as fast as the competition’s

SDR models. FasTree's non-blocking,

flow-through architecture makes it possible to

create 24 to 72 port modular fabrics which have

lower latency than monolithic switches. They

aggregate data modulo 24 instead of 12, improving nearest

neighbor latency in fine grain problems and doubling the size of the largest three hop fat tree that

can be built, from 288 to 576 ports. Larger fabrics can be created linking 576 port domains together.

Working with QLogic’s InfiniPath InfiniBand Adapters, the number of hops required to move MPI messages between nodes is

reduced, improving latency. The modular design makes them useful for SDR, DDR and future QDR InfiniBand fabrics, greatly

extending their useful life. Please send email to fastree@microway.com to request our white paper entitled Low Latency Modular

Switches for InfiniBand.

Harness the power of 16 Opteron™ cores and 128 GB in 4U
Microway’s QuadPuter® includes four or eight AMD dual core Opteron™ processors, 1350 Watt redundant power supply, and up

to 8 redundant, hot swap hard drives-all in 4U. Dual core enables users to increase computing capacity without increasing power

requirements, thereby providing the best performance per watt. Constructed with stainless steel, QuadPuter’s RuggedRack™

architecture is designed to keep the processors and memory running cool and efficiently. Hard drives are cooled with external air

and are front-mounted along with the power supply for easy access and removal. The RuggedRack™ with an 8-way motherboard,

8 drives, and up to 128 GB of memory is an excellent platform for power- and

memory-hungry SMP applications.

72 Port FasTree™ Configuration

508.746.7341  microway.com

QuadPuter® Navion™ with hot swap, redundant power and hard drives and four
or eight dual core Opterons, offering the perfect balance between performance
and density

The World's Fastest
      InfiniBand Switch

The World's Fastest
      InfiniBand Switch

From a Company You've Trusted for 24 Years

mailto:fastree@microway.com
http://www.microway.com



